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Abstract
Epilepsy is a severe neurological disease that affects a wide range of people world-
wide, causing sudden seizures that can be highly disabling, especially for drug-resistant
epilepsy patients. Their early detection could be one of the approaches to improve the
daily life of such patients. Data Mining and Machine Learning techniques could repre-
sent useful tools to analyze data coming from EEG (ElectroEncephaloGram), which is
the gold standard for the identification of the seizures and for the diagnose of epilepsy.
The most challenging task in designing an automated seizure detection system is to find
a model that works for a wide range of patients, so that it is not needed to train a new
specific classifier for a new upcoming patient from scratch.
With this thesis work, some techniques based on both data complexity measures and cross-
testing model applications are analyzed and applied, with the main goal of exporting
previously trained detection models or discovering portability rules, by applying meta-
analysis techniques. Data complexity measures investigation represent novel applications
in such a medical field to compare patients and gave the basis for future developments of
automated seizure detection methods.
The work is carried out by following the Cross-Industry Standard Process for Data Min-
ing (CRISP-DM).
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Chapter 1

Domain Understanding

Science is built up of facts, as a
house is with stones. But a
collection of facts is no more a
science than a heap of stones is a
house

Henri Poincaré

The domain understanding, also called Business Understanding, is the first step of the
CRISP-DM [1] methodology. It includes the fixing of:

• the business objectives;

• data mining goals;

• asses situation.

1.1 Introduction to the case study
Epilepsy is a chronic brain disorder characterized by recurrent and often different seizures
[2]. The effects of the crisis on the patients who suffer from it are different, in fact in the
’lightest’ form of the disease the patient can manifest involuntary movements of some
parts of the body, on the other hand in the most severe form the patient can also lose con-
sciousness. It is clear that this disease, in all its forms, considerably complicates the life
of those who suffer from it. It is estimated that about 50 million people worldwide suffer
from epilepsy, which occurs indiscriminately by age, sex and ethnic origin. Although
in most cases epilepsy can be treated pharmacologically, a slice of patients who suffer
from it does not respond to pharmacological treatment, therefore they manifest more se-
vere crisis, called drug-resistant, for which other treatments are necessary. The goal is
undoubtedly to improve the quality of life of the patient.
The most used clinical tool to diagnose and monitor epilepsy is the ElectroEncephaloGram
(EEG). It represents the electrical signal of brain activity acquired through electrodes
which are generally attached to the patient’s scalp (EEG), while in other cases they are
directly placed on the brain (iEEG).

1



CHAPTER 1. DOMAIN UNDERSTANDING 2

Typically the detection of epileptic seizures is done by epileptologists through the visual
inspection of the acquired trace. However, this process is very time-consuming and can
certainly be affected by uncertainty due to the doctor’s subjectivity in correctly inter-
preting the trace under examination. Therefore, the need arises to develop computerized
systems capable of automating the epileptic seizure detection process in order to provide
valid support to the doctor. It is therefore clear that, in this context, the role of data sci-
ence with its methodologies represent a fundamental tool. Furthermore, automating the
process would certainly help to feed the existing databases to improve more and more the
performance of the models already used in this context.
With these automated systems, the aim is to detect the onset of the crisis in advance of its
actual occurrence. A typical automated process for the detection of crisis within the EEG,
starts from the analysis of the same and schematically can be represented by the figure
1.1:

Figure 1.1: Example of a process of epilepsy prediction using iEEG data and classifica-
tion algorithms. This is a typical Knowledge Discovery in Database (KDD) [3] process
customized for the epileptic domain.

It consists of the following steps:

• EEG selection from the database;

• signal pre-processing in order to remove artifacts due to the instrumentation and
noise due to the power line in order to obtain only the biosignal;

• feature extraction in which variables well correlated with the pre-ictal and ictal
states of the signal are extracted. They can be both univariate and bivariate and
belong to different domains, in example time-domain, frequency-domain etc. ;

• feature selection in which the most informative variables are actually selected in
terms of discriminatory power between signal associated with normal neurological
activity and signal associated with crisis. In this step we definitely want to reduce
the dimensionality of the data set by removing redundant and / or not very informa-
tive variables;

• classification in which ML algorithms are used to identify pre-ictal and ictal patterns
within the EEG;

• finally, in the performance check phase, the final results of the models are validated
through appropriate metrics.
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In the end, to clarify the concept, more words need to be spent.
Characterize and interpret EEG signals is difficult, since they are non-linear and non-
stationary signals. Nevertheless, it is a well-established technique with low costs associ-
ated with it. One important aspect of epilepsy research is to analyze and classify EEG
data in order to detect seizures in early stages. If a seizure is detected in its early stages,
then neurostimulation can be applied to prevent the seizure from developing and spread-
ing to other parts of the brain. Therefore it is essential to find an efficient method for
automatic seizure detection. Many researchers have for a long time attempted to auto-
mate the detection of epilepsy in order to simplify the epileptic treatment. The time taken
to review the EEG recordings is greatly reduced by automation, which means that more
patients could be treated. A lot of work has been done on patient-specific classifiers, but
building subject-independent models is a more difficult problem due to the high EEG
variability between the subjects. Patient-specific classifiers have shown to be successful
while patient-independent classifiers is still a challenge.

1.2 Applied Methodology
In this thesis work we want to present an alternative approach to the detection of epileptic
seizures. Indeed, although the detection of crisis is done with very high precision and
with disparate methodologies, the problem of the portability of these models from one
patient to another still remains.
Given two patients A & B, in applying the effective model for A on B (and vice versa) it
is inevitable to experience a loss of performance, e.g. a model trained on one patient can
hardly be used on another patient. The answer to this circumstance could be found within
two domains:

• within the neurological context a first aspect could be a different positioning of the
electrodes from patient to patient. Furthermore, each patient is characterized by
seizures that could certainly be different from those of another patient, for example
in terms of intensity, duration and time intervals;

• in the statistical domain, on the other hand, the performance of an ML model could
vary from patient to patient due to the dissimilarity of data representing these pa-
tients. An algorithm tested on data similar to those it has seen in training stages
certainly gives acceptable results.

The need is therefore to have a general purpose model capable of offering excellent per-
formance on new patients never seen before, without building an ad-hoc model for them.
An approach to follow is certainly to search for this model within a group of patients
making up the database, which is discussed in chapter 2. The idea is to be able to train
this model on a sample of very different data. Among them in order to obtain a good gen-
eralization on new unseen data and therefore very heterogeneous. In fact. the research of
this model was made on a sample of features selected from a set of 24 features extracted
from the EEG of each patient. The next step was then to conduct a meta-analysis for the
extraction of meta-features able to create groups of patients that were as homogeneous as
possible. The extraction of the meta-features was carried out through:
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• the extraction of complexity measures, described in detail in the next section, the
extraction of which is presented in section 3.5;

• integration of some of the patients’ metadata;

• the use of 9 performance metrics of the general purpose model as variables.

The second phase of the thesis project was instead to conduct a cross-patient comparison
(cross-testing, section 4.4), through two ML algorithms, to test the effective performance
of a fine-tuned model for one patient on all the others.
In the following sections an overview on the DCMs is given, and finally in section 1.2.1
an illustration and description of the whole process of analysis of the thesis work will be
presented.
Following this introduction, it should be noted that the project set-up took place com-
pletely in an unbalanced environment between the classes of the response variable, this
because in the period in which the patient is monitored the number of seizures had and the
relative duration are associated with a signal of shorter length than the signal of normal
brain activity that does not present seizures. In this context, the challenge was certainly
difficult, considering the skewed class distribution. Because the class distribution is not
balanced, most machine learning algorithms will perform poorly and require modification
to avoid simply predicting the majority class in all cases. Misclassifying an example from
the majority class as an example from the minority class called a false-positive is often not
desired, but less critical than classifying an example from the minority class as belonging
to the majority class, a so-called false negative, and so a good trade-off between these two
quantities is needed.

1.2.1 Workflow of the project
This subsection is dedicated to the introduction to the thesis project, whose workflow is
represented in particular by the figures 1.2. Moreover, the main steps concerning the data
analysis are provided too.

In particular:

• the workflow of upper part of figure 1.2 and related cards with details are exten-
sively discussed in the chapter 2;

• the part relating to data analysis, the construction of the meta-set, and the subse-
quent identification of patient clusters are dealt with starting from chapter 3 and
continue in chapter 4 with the modeling part.
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Figure 1.2: The workflow of the data analysis used within the project.

1.3 Background on Data Complexity Measures
It is known that in classification tasks the behavior of the model depends on the nature of
data at hand, indeed the analysis of such dependencies allows us to explain and construct
these models. In literature, several studies attempt to investigate the relations amidst
the performances of the classifier and the data sets ([4], [5], [6]). The studies of such
relationships proposes to offer data complexity measures to characterize data sets. All
this works focuses on proposing relations between measures and classifier performances.
Moreover, it is legit to affirm that data sets with very different characteristics produces the
same complexity measures and vice versa. From this point on, we’ll refer with DCMs to
data complexity measures.
DCMs has been formalized with the purpose of giving an explanation to either success or
failure beyond classification algorithms.
Lots of studies focuses on the fact that difficulty of a classification problem may come
from the complexity of the link amidst dependent variable and explanatory variables, from
the lack of information in the training set and from class ambiguity. What discussed till
now gives a gently introduction to the DCMs context and therefore, in the next sections,
a deepen look to complexity measures will be given.

1.4 Categories of Data Complexity Measures
So far we have seen that classifier performances are strongly related to data sets charac-
teristics and indeed each of the complexity metric is also dependent from data too. In fact,
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DCMs may vary based, in example, by the number of instances of the training set, num-
ber of features, classes etc. To better understand the quantities in question let’s introduce
them. Firstly, it is necessary to group them: [7]

• Feature-based measures;

• Linearity measures;

• Neighborhood measures;

• Network measures;

• Dimensionality measures;

• Class imbalance measures.

Complexity measures are derived from a learning data set containing n training examples
of the form (xi, yi), where:

• xi = (xi1, ..., xim);

• yi ∈ {1, ..., nc}.

Each example xi is described by m features and has label yi out of nc classes.

1.4.1 Feature-based measures
This set of measures focuses on the effectiveness of a single feature in separating the
classes. Being more general, measures within this group indicates how informative and
discriminative are the available features to separate the classes. For each of the measure
of this group each features is evaluated individually. At least, measures of this group
requires that features have to be numerical and most of DCMs of this group are defined
only for binary classification tasks.

Maximum Fisher’s discriminant ratio (F1)

This quantity measures the overlap between the values of the features in different classes
and is given by:

fi =
(µ1 − µ2)

2

σ2
1 + σ2

2

(1.1)

This measure computes how separated are two classes according to a specific feature. It
compares the differences between class means with the sum of class variances. The value
for one dimension is fi, therefore considering a multidimensional problem, the maximum
value of fi over all features indicate the features which contributes to the maximal dis-
crimination and is referred to as F1, so F1 = MAX(fi). The range of this measure is
[0,+∞); big values of the measure indicates that there is at least one feature that well
separate among classes. Note that sometime in literature this measure is expressed also as
1

F1
to bound it within (0, 1], and so higher values indicates more complex problems. For

clarity, an high value of F1 indicates the existence of a feature for which a hyper-plane
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perpendicular to its axis can separate the classes. On the base of the following definition,
a variation of the F1 measures has been proposed. [8].
Hu et al. [9] notes that F1 is most effective if the probability distribution of the classes
are approximately normal, which is not always true.

The Direction-vector Maximum Fisher’s discriminant ratio (F1v)

Considering a binary classification task, this measure search for a vector which can sepa-
rate the two classes after the examples have been projected into it and considers a direction
Fisher criterion defined as:

dF =
dtBd
dtWd

(1.2)

where:

• d is the directional vector onto which data are projected in order to maximize class
separation;

• B is the between-class scatter matrix;

• W is the within-class scatter matrix.

The quantities just presented are defined by the following equations:

d = W−1(µc1 − µc2) (1.3)

B = (µc1 − µc2)(µc1 − µc2)−1 (1.4)

W = pc1
∑
c1

+pc2
∑
c2

(1.5)

where pci is the proportion of examples in class ci and
∑

c1 is the scatter matrix of class
ci.
And so, F1v is defined as follow:

F1v =
1

1 + dF
(1.6)

The values of F1v are bounded in (0, 1] and indicates simpler classification problem.

Volume of Overlapping Region (F2)

This complexity measure is defined as the overlap of the tails of the two class-conditional
distributions. For each feature fk, the measure it calculates the length of the overlap
range normalized by the length of the total range in which all values of both classes are
distributed. This volume is obtained as the product of normalized lengths of overlapping
ranges for all features:

F2 =
∏
k

min maxk −max mink
max maxk −min mink

, (1.7)

where k = 1, ..., d for d-dimensional problem. The operands of the equation are defined
as follow:
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• minmaxk = min {max(fk, c1),max(fk, c2)};

• maxmink = max {min(fk, c1),min(fk, c2)};

• maxmaxk = max {max(fk, c1),max(fk, c2)};

• minmink = min {min(fk, c1),min(fk, c2)}.

The values of max(fk, cj) and min(fk, cj) are the maximum and minimum of each fea-
ture in a class cj ∈ {1, 2}, respectively. The higher the F2 value, the greater the amount
of overlap between the classes, therefore the complexity of the problem is also higher. If
there is at least one non-overlapping feature, F2 should be zero. The figure 1.3 illustrates,
for a two class and two dimension problem, what F2 try to capture:

Figure 1.3: Example of overlapping region.

Considering the above equation 1.7 it can become very small depending on the number
of features. That is, is highly dependent on the number of features the data set has.
This open to the problem that for data sets with many features the F2 scores may not be
comparable to those of other problems with fewer features.

Maximum Individual Feature Efficiency (F3)

Considering high dimensional problems, is important to know how the discriminatory
information is distributed across all features. So F3 is a measure of efficiency of indi-
vidual features that describe how much each feature contributes to the separation of the
two classes, and consider the maximum values found among the set of all features. For
each feature, this measure check whether there is overlap of values between example of
different classes. If there is overlap, the classes are considered to be ambiguous in this re-
gion. A simpler problem means that exist at least one feature which shows low ambiguity
between the classes.

F3 = minmi=1

no(fi)

n
, (1.8)

no(fi) gives the number of points that are in the overlapping region for feature fi. no(fi)
is expressed by:

no(fi) =
n∑
j=1

I(xji > max min(fi) ∧ xji < min max(fi)), (1.9)



CHAPTER 1. DOMAIN UNDERSTANDING 9

• I is the indicator function which return 1 if it is true and 0 otherwise;

• max min(fi) and min max(fi) are the same of F2.

Collective Feature Efficiency (F4)

This measure gives an overview of how the features work together, and adopt a procedure
similar to the one of F3. The most discriminative feature according to F3 is selected, then
all the examples that can be separated by such feature are removed from the data set and
then the procedure is repeated until all the features have been tested and no pints remains.
F4 considers the ratio of examples that have not be discriminated, eq. [1.10]:

F4 =
n0(fmin(Tl))

n
, (1.10)

F4 is computed after l rounds are performed through the data set, with l ∈ [1,m]. If an
input feature is already able to discriminate all the examples in data set T, then l = 1,
whilst it can get up to m in the case all features have to be considered. In the above
formula:
n0(fmin(Tl)) measures the number of points in the overlapping region of feature fmin for
the data set from the l− th round Tl. This is the current most discriminative feature in Tl.
Considering the i − th iteration of F4, the most discriminative feature in data set Ti can
be found as:

fmin(Ti) =
{
fj|minmj=1(n0(fj))

}
Ti

(1.11)

At each iteration the data set is defined as:

• T1 = T ;

• Ti = Ti−1 − {xj|xji max min(fmin(Ti−1)) ∨ xji > min max(fmin(Ti−1))}.

So, at the i − th tournament the data set is reduced by removing all examples that are
already discriminate by the the previous considered feature fmin(Ti−1).
Lower values of F4 indicates that is possible to discriminate more examples resulting in a
simpler problem

1.4.2 Linearity measures
Consider a problem that is linearly separable, so it is simpler than a problem that requires
a non-linear decision boundary. So, this set of measures try to quantify how much the
classes are separable and so if it is possible to separate them by a hyper-plane. To obtain
the hyper-plane, Orriols-Puig [8] proposed to use a SVM. The hyper-plane seek in the
SVM formulation is the one which separates the points from different classes with a max-
imum margin while minimizing training errors. This hyper-plane is obtained by solving
the optimization problem:

Minimizew,b,ε
1

2
‖w‖2 + C(

n∑
i=1

εi) (1.12)
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subject to :

{
yi(w · xi + b) ≥ 1− εi,
εi ≥ 0, i = 1, ..., n

(1.13)

where C is the trade-off between the margin minimization, achieved by minimizing the
norm of w and the minimization of the training errors, modeled by ε.
The hyperplane is given by w · x + b = 0, where w is a weight vector and b is an offset
value.

Sum of the Errors Distance by Linear Programming (L1)

For a data set, this measure computes the sum of the distances of incorrectly classified
sample to a linear boundary used in their classification. If the value of L1 is zero, then
the problem is linearly separable. Given the SVM hyper-plane, the error distance of the
misclassified instances can be computed by summing up the εi values. Such values are
determined in the SVM optimization process.

SumErrorDist =
1

n

n∑
i=1

εi|h(xi 6= yi), (1.14)

and therefore L1 is computed as follow:

SumErrorDist = 1− 1

1 + SumErrorDist
=

SumErrorDist

1 + SumErrorDist
, (1.15)

L1 is bounded is [0, 1) and lower values indicates that the problem is closer to being
linearly separable.

Error Rate of Linear Classifier (L2)

This measure compute the error rate of the linear SVM.
Let h(x) denote the linear classifier obtained, so:

L2 =

∑n
i=1 I(h(xi) 6= yi)

n
(1.16)

Higher values of L2 denotes more errors and therefore a greater complexity regarding the
linear separable problem.

Non-Linearity of a Linear Classifier (L3)

This quantity creates a new data set by interpolating pairs of training points that belongs
to the same class. Two examples are chosen randomly and they are linearly interpolated
producing a new example. In figure 1.4 is illustrated the generation of new examples (in
grey) from a base training data set.
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Figure 1.4: How new points are generated in measure L3.

Then a linear classifier is trained on the original data and has its error rate measured
in the new data points. This measure is sensitive to how the data from a class are dis-
tributed in the border regions and also how much the convex hulls which delimit the
classes overlap. Higher values of L3 indicates a greater complexity. In particular, it de-
tects the presence of concavities in the class boundaries. Letting hT (x) denote the linear
classifier induced from the original training data set T, the L3 measures can be expressed
by:

L3 =
1

l

l∑
i=1

I(hT (xi) 6= y
′

i), (1.17)

where l is the number of interpolated examples xi and their corresponding labels are
denoted by y′

i.

1.4.3 Neighborhood measures
The following set of measures try to characterize the class overlap by analyzing local
neighborhoods of the data points, some measures also capture the internal structure of the
classes.

Fraction of Borderline Points (N1)

The basis of this measure are drawn from first defining a Minimum Spanning Tree (MST)
from data, as in figure 1.5 where each vertex corresponds to an example and the edges
are weighted according to the distance between them. The N1 measure is then derived
by computing the percentage of vertices incident to the edges connecting examples of
opposite classes in the generated MST. The points might be either on the border or in
the overlapping regions between classes and also be noisy examples surrounded by points
from another class.
N1 estimates the complexity and therefore the size of the decision boundary through the
identification of the points close to each other but belong to different classes.
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Figure 1.5: Example of MST for a set of data.

N1 =
1

n

n∑
i=1

I((xi, xj) ∈MST ∧ yi 6= yj), (1.18)

Higher values of N1 indicate the need for more complex boundaries to separate the
classes, i.e. there is large amount of overlapping between classes.

Ratio of Intra/Extra Class Nearest Neighbor Distance (N2)

This measure is gives as the ratio of two sums:

• sum of the distances between each example and its closest neighbor from the same
class (intra-class);

• the sum of the distances between each example and its closest neighbor from an-
other class (extra-class).

intra_extra =

∑n
i=1 d(xi, NN(xi) ∈ yi)∑n

i=1 d(xi, NN(xi ∈ yj 6= yi)
, (1.19)

where d(xi, NN(xi) ∈ yi) correspond to the distance of example xi to its nearest neighbor
(NN) from its own classyi and d(xi, NN(xi) ∈ yj 6= yi) represents the distance of xi to
the closets neighbor from another class yj 6= yi. So N2 is defined as follow:

N2 = 1− 1

1 + intra_extra
=

intra_extra
1 + intra_extra

, (1.20)

For a simpler problem one expect to have lower values of N2, meaning that the overall
distance between point of different classes exceeds the overall distance between points of
the same class.
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Error Rate of the Nearest Neighbor Classifier (N3)

This measure refers to the error of a 1-NN classifier that used a leave-one-out procedure.
The N3 metric is expressed by the following formula:

N3 =

∑n
i=1 I(NN(xi) 6= yi)

n
, (1.21)

where NN(xi) represents the nearest neighbor classifier’s prediction for for example xi
using all the others as training points. An higher values of such measure indicate that
many points are closer to points of other classes, making the problem more complex.

Non-Linearity of the Nearest Neighbor Classifier (N4)

Recalling the L3 measure, this metric instead of using a linear predictor uses a NN clas-
sifier. The formulation is the following:

N4 =
1

l

n∑
i=1

I(NNT (x′

i) 6= y
′

i), (1.22)

where l is the number of interpolated points. An higher value of N4 indicates higher com-
plexity of the problem. Considering L3 working only for a binary classification problem,
N3 is applied directly to a multiclass classification problem.

Fraction of Hyperspheres Covering Data (T1)

[5] defined T1 as a topological measure. For calculating T1, a process builds hyperspheres
centered at each one of the data points, then the radius of each hypersphere is progres-
sively increased until the hypersphere reaches an example of another class. Smaller hy-
persphere contained in larger hyperspheres are eliminated. T1 is defined as the ratio of
the number of hyperspheres and the total number of points in the data set:

T1 =
#hypherspheres(T )

n
, (1.23)

where #hyperspheres(T ) gives the number of hyperspheres that are needed to cover the
data set.

1.4.4 Network measures
This set of measures is built on the concept of representing the data set as a graph, thus the
obtained graph must preserve the similarities or distances between examples for modeling
the data relationships. Each point of the data set corresponds to a node of the graph
and edges connect pairs of examples which are weighted by the distances between the
examples. Two nodes i and j are connected only if d(i, j) < ε (Gower distance) where a
value of 0.15 is set for ε. After, a post-processing pruning on the graph is performed in
order to disconnect example of different classes. In this process, the label information of
the data point is taken into account in order to obtain the final graph. The figure 1.6 depict
the whole process:
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Figure 1.6: a) A graph is built on the whole data set in an unsupervised manner.
b) The graph is pruned as supervised process.
The whole graph is built according a ε−NN

Average density of the network (Density)

This measure is built considering the number of edges that are contained in the graph and
are built from the data set, normalized by the maximum number of edges between n pairs
of data points

Density = 1− 2 |E|
n(n− 1)

, (1.24)

Lower values means a dense graph where a lot of points are connected so data set as-
sociated with dense regions have a lower complexity. On the contrary, a low number of
edges will be observed for data sets of low density, and/or for which examples of opposite
classes are near each other, meaning a higher classification complexity.

1.4.5 Dimensionality measures
This set of measure are based on the dimensionality of the data set, giving information
on the sparsity of the data points. The general idea is that a sparse data sets reduce the
possibilities to extract a good model, due to the presence of regions of low density that
will be arbitrarily classified.

Average number of features per points (T2)

This measure divides the number of features of the data set by the total number of points,
thus an higher values stands for a more complex data set.

T2 =
m

n
, (1.25)

T2 reflects the data sparsity, if there are many predictive attributes and few data points so
they will be probably sparsely distributed in the input space. The presence of low density
regions will hinder the induction of an adequate classification model and so, lower values
of T2 indicates less sparsity and therefore simpler problems.
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Average number of PCA dimensions per points (T3)

This measure is defined in [10] with a PCA of the data set. Instead of the raw dimension-
ality of the data set of the feature vector (as in T2), this measures uses the number of PCA
components needed to represent 95% of data variability (m’) as the base data sparsity
assessment.

T3 =
m′

n
, (1.26)

smaller values of T3 indicates simpler data sets which will be less sparse.

Ratio of the PCA Dimension to the Original Dimension (T4)

This metric gives a rough measure of the proportion of relevant dimensions of the data
set, and such relevance is measured according to the PCA criterion which seeks a trans-
formation of the features to uncorrelated linear functions of them that are able to describe
most of the data variability.

T4 =
m′

m
(1.27)

The larger the T4 value, the more of the original features are needed to describe data
variability. This indicates a more complex relationship of the input variables.

1.4.6 Class imbalance measures
Class imbalance plays an important role on the predictive power of a ML classification
model and so with the measures of this groups the objective is to capture the imbalance
between the classes of the data set at hand. It is known that most ML techniques tend to
favor the majority class in classification tasks and so generalization problems are involved.
If the problem at hand has high imbalance in the proportion of examples per class, it can
be considered more complex than a problem for which the proportions are similar.

Entropy of class proportions (C1)

This measure, introduced in [10] try to capture the imbalance in a data set.

C1 = 1 +
1

log(nci)

nc∑
i=1

pcilog(pci), (1.28)

where pci is the proportion of examples in each of the classes. This measure will achieve
minimum value for balanced problems, that is, problems in which all proportions are
equal. These can be considered simpler problems according to the class balance aspect.

Imbalance ratio (C2)

The C2 measure is a well known index computed for measuring class balance:

C2 = 1− 1

IR
, (1.29)
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where:

IR =
nc − 1

nc

nc∑
i=1

nci
n− nci

, (1.30)

where nci is the number of instances from the i − th class. An imbalanced data set will
present larger values of C2.

1.5 A novel approach to DCMs applications: Meta-Analysis
According to the discussion till now, DCMs have been applied in wide set of scenarios
and supervised ML tasks. In literature the related applications can be:

• data analysis

• data pre-processing

• learning algorithms

• meta-learning

Within this thesis work a new approach to the use of data complexity measures is pro-
posed, in fact never used up to now in a medical context. The main idea is to characterize
each patient analyzed in terms of complexity. Although a comprehensive study of all
patients in the Freiburg data set has never been conducted, there are certainly multiple ap-
proaches to the problem. The approach presented in this thesis work is certainly original,
to be understood as a meta-analysis. In particular, after the search for a general-purpose
model trained on all patients, a vector of performance metrics was obtained for each of
them, which in support of the DCMs and the metadata of the patients, have the purpose
of representing meta-features for the identification of similar patient clusters. In fact,
each patient will be characterized by a set of features, i.e. meta-features, from which we
want to derive similarity criteria between patients with the aim of obtaining homogeneous
clusters of the same. Furthermore, a rule of portability of the predictive model from one
patient to another wants to be obtained.



Chapter 2

Data Understanding and Pre-processing

Datum iacta est

Data understanding and pre-processing are two fundamental steps to take during the
development of a project. Both process serves as bases for the development of method-
ologies. A good understanding of the data helps to better target the objectives and become
familiar with the data. Meanwhile, good data pre-processing allows the algorithms to be
much more efficient.
This chapter will be dedicated to:

• description of the Freiburg patients’ data set;

• pre-processing of the temporal series representing the brain activity of the moni-
tored patients;

– features calculation from such signals by applying the Training Builder tool
provided by C.I.R.A. that implements the sliding window paradigm for time
series analysis [11, 12].

• comments on such extracted features will be given.

2.1 Data Description
The data used in this research project were made available to the IRCCS Neuromed center
at C.I.R.A. The patient database in question is widely used and well known in the industry.
The database contains intracranial EEG recordings of 21 patients suffering from drug-
resistant seizures. They are the result of the monitoring activity conducted at the Epilepsy
Center of the University Hospital of Freiburg, Germany [13]. All the patients in question
have given their consent to the processing of the collected data.
In:

• 8 of the patients the epileptic focus is located in the hippocampus [Figure 2.1(a)];

• 11 of the patients the epileptic focus is located into the neocortical structure [Figure
2.1(b)];

17
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• 2 patients in both areas.

Figure 2.1: Different anatomical sites of the epileptic focus. In (a) is depicted the hip-
pocambus; in (b) the neocortex is presented divided in lobes.

However, the database held by the C.I.R.A. it does not have patient number 12 which
was lost, so all the study conducted in this project is to be referred to the remaining 20
patients.
In the EEGs acquisition phase, in order to obtain a good signal-to-noise ratio, few artifacts
and to be able to record directly from the focal areas of the crisis, three different types of
electrodes were used:

1. depth electrodes [Figure 2.2(a)];

2. strip electrodes [Figure 2.2(b)];

3. grid electrodes [Figure 2.2(c)].

Figure 2.2: Different types of electrodes. In (a) hippocampal depth electrodes implanted
stereotactically; in (b) strip electrodes implanted trough burr holes on open skull surgery,
in (c) grid electrodes implanted the same as strip electrodes.

The EEGs were acquired with a sampling frequency of 256 Hz by means of a 128-
channel video acquisition system (Neurofile NT) and 16 bit analogue-to-digital convert-
ers. Notch and band pass filters have not been applied.
For each of the patients there are two data sets, named respectively:
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• ictal, which contain files relating to epileptic seizures and have at least 50 minutes
of pre-ictal recordings;

• interictal, which contain about 24 hours of EEG recording without any crisis activ-
ity.

Finally, the positions of the electrodes were identified through 3D reconstructions of the
brain obtained from magnetic resonance images (3D-MRI).

2.1.1 Patients’ metadata
Together with the iEEGs, pathophysiological data, or even metadata, were also made
available for each patient. The data set, as you can see in the example figure 2.3, is made
up of the following variables:

• Gender:

• Age;

• Average duration of crisis;

• Total number of crisis occurred during the monitoring period;

• Electrodes type:

– grid (g);

– strip (s);

– depth (d).

• Seizure type, divided as follow:

– Simple partial (SP);

– Complex partial (CP);

– Generalized tonic-clonic (GTC).

• Seizure origin:

– Hippocampal (H);

– Neocortical (NC) and in case which lobe of the brain was affected:

* Frontal;

* Temporal;

* Occipital;

* Parietal.
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Figure 2.3: Example of the metadata set.

Of the above variables, however, only the following were used:

• Average duration of crisis;

• Number of crisis;

• Origin, reorganized as follow:

– Temporal if the crisis was originated in the temporal lobe;

– No temporal otherwise.

The choice of the variables listed above was dictated by the clinical neurological experts,
as they were only interested in temporal crisis. Furthermore, since the seizures were
independent of the age, sex and race of the patient, the other variables were also not
considered.

2.2 The data chain
So far we have seen, in figure 1.2 (section 1.2.1), the workflow related to the data prepara-
tion. Therefore, here we see the aspect of EEG pre-processing with the aim of calculating
features on them that will help to create the data frame used in this analysis.
EEGs, being raw data, have a very complex nature, typically dealing with non-stationary
time series signals. Generally, features are calculated from these signals with the aim of
greatly impacting the final crisis detection process in the starting signal. Therefore, the
extraction of information from them passes through the calculation of features through
the analysis of the signal in specific domains:

• time-domain analysis from which, for example, statistical moments and Hjorth pa-
rameters are derived:

– Mean ;

– Std. Deviation which represents the spread of the data;

– Skwness which gives information about the symmetry of the data;
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– Kurtosis which gives information about peaks in the data;

– Hjorth Parameters are widely used in the neurological sector as they are very
sensitive to changes in the brain signal. Starting from the definition of activity
of a signal, Mobility and Complexity can be calculated as derivatives of the
activity. The first represents the average frequency of the signal, while the
latter describes the change in frequency of the same;

• frequency-domain analysis;

• time-frequency analysis to distinguish between seizure and healthy EEG segments;

• Non-linear methods, in which the analysis of the signal has the objective of looking
for the coupling of harmonics within its spectrum. The features calculated include
those based on entropy, i.e. Kolmogorov complexity. If a random pattern is the
signal, it represent an abnormal brain activity.

The extracted features will consequently have the task of identifying correlation patterns
within an EEG and between the channels of the same that exhibit the greatest changes
over time. In brief, the idea is to characterize the energy variation of the signal in differ-
ent domains.
At C.I.R.A. a time series processing framework has been developed, called Training
Builder (TB) [11, 12], with the aim to support the DM processes. The TB tool creates
the training sets that will be the processed in chapter 3 and then input to the Modeling
phase in chapter 4.
The TB tool, based on a web-oriented Graphic User Interface (GUI), uses the Sliding
Window (SlW) paradigm for the calculation of characteristic features of the time series.
This method allows to rearrange a time series as a supervised learning problem, by setting
two temporal parameters: L, S and R which are respectively the time length (L), the time
shift of the analysis window which slides on the filtered signal (S) and the forecast radius
(R) needed to tag each computed feature with a target class. More in detail, every seconds
the previous L seconds of the signal are processed. In the case of the EEG signals at 256
Hz sampling rate one obtain: L ∗ 256 processed points, and considering the 6 electrodes
and the 6 frequency bands in which the signal is filtered, then: L ∗ 256 ∗ 6 ∗ 6 points are
processed every S seconds, and finally the target class label for such window is calculated
(seizure/ non-seizure).
Currently the TB implements the calculation of 26 features in which a group of them be-
longs to the Seismic Evaluators class for the analogy found between epileptic seizures and
earthquakes [14, 15], divided into 7 classes, which can be both univariate and bivariate:

• SM: Statistical Moments;

• HP: Hjorth Parameters;

• EB: Entropy Based;

• CB: Complexity Based;

• SE: Seismic Evaluators;

• MC: Mutual Conditioned;
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• DB: Distance Based.

The time parameters configured for the SlW are: L = 2s, S = 1s and R=0 (because the
need to detect the onset of the seizure), there is therefore a signal overlap of one second
between two consecutive windows. This was done for all pre-ictal and ictal recordings
of all patients and clearly having different lengths, the points obtained at the end of the
process also vary from patient to patient. Below is the table 2.1 indicating the features,
univariate and bivariate, calculated by the EEGs:

Table 2.1: Table of the computed features with the TB tool. Note that for the bivariate
features the measure A&B respectively has been calculated. Therefore, 6 ∗ 2 bivariate
features +12 univariate features = 24 features

Feature Category Label U/B

1
Kolmogorov
Complexity KC U

2 Shannon Entropy SH U

3 Hjorth Complexity
Hjorth

Parameters HC U

4 Hjorth Mobility
Hjorth

Parameters HM U

5 Kurtosis
Statistical
Moments KU U

6 Skwness
Statistical
Moments SK U

7 Average Period Seismic Evaluator AP U

8
Inverted Time to
Peak Seismic Evaluator IP U

9 Peak Displacement Seismic Evaluator PD U
10 Predominant Period Seismic Evaluator PP U
11 Squared Grade Seismic Evaluator SG U

12
Squared Time to
Peak Seismic evaluator SP U

13
Cross Correlation
Index CC B

14 Conditional Entropy CE B
15 Euclidian Distance ED B
16 Joint Entropy JE B
17 Mutual Information MI B
18 Levenshtein Distance LD B

The steps taken to create the data frame are now listed:

• Configuration of the time parameters L, S, and R;

• Patient selection;

• Selection of patient records, in which case in pre-ictal and ictal examination;
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• Electrodes selection: 3 in focus and 3 out-focus;

• Selection of the frequency bands in which to filter the EEGs, in fact the TB gives
the possibility to filter the signal in 6 frequency bands corresponding to well-defined
brain frequencies:

– 8-12 Hz α waves;

– 13-20 Hz waves β1;

– 21-30 Hz waves β2;

– 30-45 Hz low γ waves;

– 40-70 Hz medium γ waves;

– 70-120 Hz high γ waves.

• Selection of the univariate features;

• Selection of the bivariate features.

Finally, the output will be a data set in csv format.



Chapter 3

Data Preparation

Simple can be harder than
complex: you have to work hard to
get your thinking clean to make it
simple

Steve Jobs

Data preparation is a fundamental step in data mining which lays the foundation for
all the further developments: good data quality allows for efficient analysis. This chapter
is dedicated to the description of the data set at hand, to the phase of data cleaning, feature
extraction and DCMs calculation.

3.1 Data set description
In the previous section we have seen that with the help of the Training-Builder tool we
have built the data set on which all the development of the work rests. Recalling that the
data set is made up of all patients, except the 12-th lost, it is made up of:

• 491626 observations;

• 874 variables.

The combination of:

• 6 electrodes (3 in-focus, 3 out-focus);

• 6 frequency bands;

• 24 measures calculated with the training builder (table 2.1).

Leading to 24 ∗ 6 ∗ 6 = 864 variables. The additional 10 variables are as follows:

• Counter which is only a counter on observations;

• Patient that identifies which patient the observation belongs to;

24
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• Registration that identifies at which patient’s registration the observation belongs
to;

• Actual Y/N which is the target variable;

• Actual TAG which associate the tag ’IKTAL’ or ’PRE_IKTAL’ to the observation
if it belongs to a crisis signal or pre-crisis signal respectively;

• IKTAL Distance which represents how far in time the observation is from the be-
ginning of the crisis;

• Actual Timestamp;

• Future Timestamp;

• Future TAG;

• Future Y/N.

It should be noted that the data set has a strong class imbalance, in fact only 1.41% of the
observations correspond to points of the signal belonging to the epileptic seizure. In the
following sections data cleaning and feature engineering are showed.

3.2 Feature selection and dimensionality reduction
Feature extraction is a fundamental step in a typical data mining process, especially if the
data has high dimensionality. Indeed, reducing the size of the data allows the algorithms
to be more efficient and also removing irrelevant features or redundant information will
improve the quality of the whole process.
This section will illustrate the steps to extract the relevant features that will accompany us
for the rest of the analysis. We saw in the previous section that the data set presents two
major problems:

• high dimensionality;

• strong class unbalance.

To deal with these two problems, a reduced version of the starting data set has been used.
The main obstacle was represented by Colab’s limited computational resources and it was
therefore necessary to streamline the starting data frame. To face this, a python function
has been written. In particular, given the data frame as input, the function outputs a
random under-sampling of the same while also preserving the same starting imbalance
ratio between the two classes of the target variable. The following shows the code snippet
that made it possible to obtain a smaller and more manageable data frame, representing
the starting point for the entire feature selection phase.

def stratified_sampling(dataframe, target_variable: str,
target_classes: tuple, sample_size: float):

start = time.time()
df_y = dataframe.loc[dataframe[target_variable] == target_classes[0]]
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df_n = dataframe.loc[dataframe[target_variable] == target_classes[1]]
p_y = len(df_y)/(len(dataframe))
p_n = 1 - p_y
y_s = df_y.sample(frac = 1).iloc[:int(p_y*len(dataframe)*sample_size)]
n_s = df_n.sample(frac = 1).iloc[:int(p_n*len(dataframe)*sample_size)]
fdf = pd.concat([y_s, n_s], axis = 0, ignore_index = True).sample(frac =1)
print(f'Time to process: {round(time.time()-start,3)}')
return fdf

The above function takes 4 parameters:

• dataframe is the input dataframe to random udersample;

• target_variable is the name of the target variable in which is present the class along
which to stratify;

• target_classes represent the classes of the target variable given as a tuple of strings;

• sample_size is the desired dimension of the sampled data frame, which for my case
i opted for a 10% of the original data frame

Once we’ve got 10% of the starting data set we proceeded with the following steps for the
feature selection:

• preliminary features engineering;

• balancing of the new data set;

• application of the scoring function for a first certainty of the variables;

• application of the Variance Inflation Factor (VIF).

Preliminary feature cleaning and data engineering

The first variables eliminated, as useless for the analysis, were the following:

• Counter;

• Actual Timestamp;

• Future Timestamp;

• Future TAG;

• Future Y/N;

• Actual TAG;

• Iktal Distance.

There were also variables that, for the entire length of the data set, had null values, there-
fore they too, useless for the purposes of the discussion, have been eliminated.
to_drop = list(df.loc[:, (df == 0).all()].columns)
df.drop(to_drop, axis = 1, inplace = True)
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Finally, due to knowledge dictated by both my company supervisor and their intrinsic
nature, those variables that showed little variability within their range of values were
eliminated. In the following script, for a quick overview, the variables under examination
are reported:
drop = ['E1B70HCP1','E2B70HCP1','E3B70HCP1','E4B70HCP1','E5B70HCP1','E6B70HCP1',
'E1B40HCP1','E2B40HCP1','E3B40HCP1','E4B40HCP1','E5B40HCP1','E6B40HCP1',
'E1B30HCP1','E2B30HCP1','E3B30HCP1','E4B30HCP1','E5B30HCP1','E6B30HCP1',
'E1B21HCP1','E2B21HCP1','E3B21HCP1','E4B21HCP1','E5B21HCP1','E6B21HCP1',
'E1B13HCP1','E2B13HCP1','E3B13HCP1','E4B13HCP1','E5B13HCP1','E6B13HCP1',
'E1B8HCP1','E2B8HCP1','E3B8HCP1','E4B8HCP1','E5B8HCP1','E6B8HCP1']

df.drop(drop, axis =1, inplace = True)

After this preliminary cleaning phase, the data set in question has a size of 49143 rows
and 795 columns.
In general, in a typical data mining process, when possible, it is preferable to first balance
the data and then proceed with any feature engineering technique.
So through the python imblearn module we proceeded with a Random Undersampling
of the major classes to balance the data set, thus obtaining a data set composed of 1392
rows to 793 columns. This has certainly speeded up the algorithms used for the next two
phases of features selection.

Select KBest

A first and concrete feature selection phase was made with the help of the python module
sklearn.feature_selection (Appendix), which provides classes for the feature selection.
Specifically, the SelectKBest (Appendix) method has been used, which removes all, ex-
cept the first k, variables with a low score. This object takes a scoring function as input
and return as output a score associated with each variable. Not knowing the nature and
form of the statistical link between each predictor and the response variable, the mutual
information as a measure of dependence has been used. Scikit-learn provides the mu-
tual_info_classifier (Appendix) method to quantify the measure of dependence between
two variables, with considerations deriving from information theory. This method can
capture any kind of statistical dependence between 2 random variables. The MI is a non-
negative measure: values equal to zero signal independence between the two variables,
high values mark us, on the other hand, strong dependence.
We can define mutual information as follows [16]:

Definition 1. Consider two random variables X and Y with a joint probability mass func-
tion p(x,y) and a marginal probability mass function p(x) and p(y). The mutual informa-
tion I(X;Y) is the relative entropy between the joint distribution and the product distribu-
tion p(x)p(y):

I(X;Y ) =
∑
x∈X

∑
y∈Y

p(x, y)log
p(x, y)

p(x)p(y)

= D(p(x, y))||p(x)p(y)

= Ep(x,y)log
p(X, Y )

p(X)p(Y )

(3.1)
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In the above definition D(p(x, y)) is the Kullback-Leibler divergence.
A data set composed of 1392 units for 793 variables was given as input to this first method,
of which I decided to keep the first 450 most significant, or those with greater information
content than the target variable. The result was therefore a data set always made up of the
same number of observations with 450 features. It was then used as input to the algorithm
of the subsequent methodology, described in following section.

Variance Inflation Factor

Within this context of analysis, i.e. high dimensionality and nature of the variables, the
circumstance in which one or more independent variables are highly correlated with each
other is certainly possible. We are therefore talking about the multicollinearity between
predictors: an independent variable can be explained linearly by another variable or a
group of them. Although multicollinearity does not represent a big problem in terms of
the ability of a model in the prediction phase, it introduces greater variance associated
with such prediction. It is also necessary to point out that the redundancy of information
in inferential terms means that the power of interpretability associated with the single
predictor is lost. Nonetheless, it must be considered that the elimination of multicollinear
variables, in the context under examination, certainly entails a considerable reduction in
the dimensionality of the data set. A widely used method in statistics for the identifica-
tion of multi-linear variables and the consequent elimination is called Variance Inflation
Factor, or VIF.
The VIF uses a multiple regression to derive the degree of collinearity between the re-
gressors. Generally speaking, we have Xi with the i ∈ {1, .., n} predictors then the
calculation of the VIF for each of them is done by regressing one predictor at a time with
respect to all n− 1, until all are considered. In this calculation, each independent variable
is seen as a dependent variable of a multiple regression and for each model obtained there
is associated with each being an R2. In this way we want to obtain an index that measures
how much the variance variation of an estimate of a regression coefficient increases due
to the collinearity with the other predictors.
The VIF or the i− th predictor is expressed by the following relationship:

V IFi =
1

1−R2
i

• If R2
i = 0, then the variance of the remaining independent variables cannot be

explained by the i − th independent variable. In this situation there is no multi-
collinearity among the predictors;

• As the value of R2
i increases, the presence of multiple dependence among the pre-

dictors begins to show. When the VIF is greater than 10 there is a high level of
multicollinearity that needs to be corrected.

To better specify, it can be said that the VIF values represent the factor by which the cor-
relations between the features inflate the variance. The variances in question are the stan-
dard errors of the coefficient estimates, which relate to the precision of these estimates.
Confidence interval calculations use these standard errors to determine the interval widths
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for the coefficients. Larger standard errors produce wider confident intervals, which in-
dicates that the coefficient estimates are less precise. Lower precision makes it more
difficult to obtain statistically significant results. Additionally, wide confidence intervals
are more likely to cross zero, explaining why multicollinearity can cause coefficient signs
to flip. In short, larger standard errors produce imprecise, unstable coefficient estimates
and reduce statistical power.
For the feature selection the VIF calculation was done through the python code snippet
shown in the Appendix. The calculation required an overall processing time of approxi-
mately 7 hours. The function that allowed the calculation takes two parameters as input,
the data set and a threshold value for the VIF, beyond which the variable in question is
eliminated from the dataframe. In my case, as dictated by theory, I decided to eliminate
those variables with V IF > 10. At the end of the process I obtained a subset of 30 pre-
dictors, not collinear with each other. The next step was therefore to load the starting data
set and keep only the variables obtained downstream of this feature selection process. The
data set from which to proceed for the subsequent ones has a size of 491427 observations
and 34 variables. In the following section a study of such variables is presented.

3.3 Variables more in depth
The 34 variables obtained include:

• the target variable ’Actual YN’;

• the variable ’Patient’ which associates the i-th observation of the data set to the j-th
patient;

• the variable ’Registration’ which associates the i-th observation of the j-th patient
to the n-the registration of the same;

• the variable ’Actual TAG’ which indicates whether that specific observation belongs
to a crisis point (’IKTAL’) or a pre-crisis point (’PRE_IKTAL’).

For the study of the other 30 variables I divided the process as follows:

• it was investigated which electrode appeared most of all the metrics of the training
builder;

• for all the electrodes and metrics, which band showed up the most.

Having then calculated these metrics for each electrode and for each band:

• it was investigated which of them appeared more downstream of the features selec-
tion process.

Below are three summary figures of the circumstances listed above.
Although the opinion of a neurologist is fundamental, a possible explanation for the

result shown in the graphs could be summarized in the following points:
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(a)

(b)

(c)

Figure 3.1: (a) Electrodes appearing most; (b) Bands appearing most; (c) Metrics appear-
ing most
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• the presence of certain features of the training-builder, rather than others, can be
associated with the consideration that these features obtained from the iEEG sig-
nal and describing the dynamics of brain activity, are therefore more sensitive to
variations in the same in terms of activity normal and epileptic respectively, dis-
criminating accordingly, with respect to other characteristic parts of the analyzed
signal.
We can say that they are the most sensitive and most able to contain information
of different parts of the signal deriving from neuronal activity. They, therefore,
showed greater power in separating the two signal phases, namely PRE_IKTAL
and IKTAL, and consequently more correlated with the response variable.
In conclusion, we can affirm that they are the most sensitive to variations in brain
activity from a state of PRE to a state of IKTAL;

• The greater presence of out-focus electrodes compared to in focus electrodes could
have two explanations:

– due to an out-focus inhibitory action, as reported in [17];

– due to damage to the neurons belonging to the epileptogenic focus because of
repeated seizures and consequently unable to present a signal comparable in
characteristics to that of the surrounding neurons.

• Finally, the reasons given in the previous point would also explain why in terms of
frequency bands, most of the combinations with all bands are present for out-focus
electrodes. Furthermore, as reported in [18], the presence of high bands could be a
sign of the fact that the seizures in the patients arose in phases of brain activity in
which the patient was alert or tense.

It should be reiterated that the opinion of an expert would be necessary to have greater
confidence in the correct interpretation of the results obtained.
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3.4 Subdivision of the data by patient
Having obtained the final subset of variables, for each of the patient the specif data set has
been obtained. This was done by using the ’Patient’ variable presented in the previous
section. For each of the patients we examined the number of seizure records: as can be
seen from the figure below, this number varies from patient to patient. Having each patient

Figure 3.2: Available registrations per patient.

his own data set, we proceeded as follows:

• a training set has been built;

• a test set has been built.

For the construction of the test sets the constraint that had to be respected is that each
test must be formed by two contiguous recordings from the temporal point of view, so
that the first recording has only ’PRE_IKTAL’ phases and the second one is phases of
’PRE_IKTAL’ than of ’IKTAL’. In the following figure, the circumstance just explained
for some of the patients is shown as an example.

Figure 3.3: Example of structure of the test set for each one of the patient.
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The data sets of tests obtained allowed to characterize each patient in terms of DCMs, as
shown in the following section.

3.5 Computation of DCMs
At this point should be clear the role of DCMs within this thesis project. There is the need
to characterize the complexity of each patient’s data set.

Recalling of the subdivisions made for the patients in terms of training and test sets,
the data complexity measures for each of the tests set has been computed. It must be
said that DCMs has been calculated only for those data sets because of the computational
complexity of the process and the limited computational resources.

3.5.1 Data Complexity Library (DCoL)
The calculation of the DCMs has been done by the help of the Data Complexity Library
(DCoL)[8]. This library has been implemented in C++. The code in exam supplies the
following measures:

1. Measures of overlaps in the feature values from different classes

• The maximum Fisher’s discriminant ratio (F1);

• The directional-vector maximum Fisher’s discriminant ratio (F1v);

• The overlap of the per-class bounding boxes (F2);

• The maximum (individual) feature efficiency (F3);

• The collective feature efficiency (F4).

2. Measures of class separability

• The leave-one-out error rate of the one-nearest neighbor classifier (L1);

• The minimized sum of the error distance of a linear classifier (L2);

• The fraction of points on the class boundary (N1);

• The ratio of average intra/inter class nearest neighbor distance (N2);

• The training error of a linear classifier (N3).

3. Measures of geometry, topology, and density of manifolds

• The linearity of a linear classifier (L3);

• The non-linearity of the one-nearest neighbor classifier (N4);

• The fraction of maximum covering spheres (T1);

• The average number of points per dimension (T2).

Before the deployment, the authors of the library have tested the code on a large collection
of real-world problems selected from UCI repository.
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3.5.2 Extraction of the DCMs
Through the dev C ++ IDE installed on my 64-bit windows machine, the executable
dcol.exe was compiled.

The application requires an input data set that follows wither the WEKA or KEEL
format. So this kind of constraint required the specification of a python snippet of code
able to transform a .csv format (comma separated values) file into .arff file, therefore in
compliance with the WEKA format.
After transforming each patient test set into the correct format that can be digested by the
application (Appendix supplies the code), the previously created executable is called up
through python. In particular, for the operation the following code snippet in python has
been used:

import os

LIB_PATH = os.getcwd() + "\\lib\\dcol.exe"

OUTPUT_FILE = "\\outfile_patX"
OUTPUT_PATH = os.getcwd() + "\\output" + OUTPUT_FILE

DATASET = "\\datasets\\patX_test.dat"
DATASET_PATH = os.getcwd() + DATASET

TEST_OPTIONS = " -i "+ DATASET_PATH +" -o "+ OUTPUT_PATH +"-cM 3 -nM 1 -A -xml"

os.system(LIB_PATH + TEST_OPTIONS)

Looking at the above code, the most significant line is represented by the TEST_OPTIONS,
which represent the set of parameters to allow me to calculate DCMs for each one of the
data sets. In particular:

• -cm 3: implements the Euclidean distance function weighted by the standard de-
viation, defined as da(exa1, ex

a
2) =

(exa1−exa2)
4σa

), where σa is the standard deviation
of the attribute a and exa1, exa2 are two input examples. This metric is said to be
less sensitive to outliers. Since 95% of values in a normal distribution fall within 2
standard deviations of the mean, the difference between numeric values is divided
by 4 standard deviations to scale each value into a range of width 1;

• -nM: 1 implements the overlap distance function. If two nominal attributes are
equal, the distance between them is 0. Otherwise the distance is 1.

da(ex
a
1, ex

a
2) =

{
0 if exa1 = exa2,

1 otherwise.
;

• -A: allows to run all the complexity measures;

• -xml: allows to save the output in a .xml format.

Having done that, a .csv format file containing all the DCMs for the data sets has been
created and loaded within the Colab environment to continue with further analysis. An
example of the resulting dataframe is presented in the following figure:
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Figure 3.4: Overview of the DCMs dataframe. To the following data the column of the
crisis duration, per patient, has been stacked.



Chapter 4

Modeling

Think bigger than your data

This chapter represents the core of the project described in this thesis work.
The modeling aspect is fundamental in any data mining process. During this phase various
techniques are applied, this is because each problem is different and therefore different
methods to solve the problem in your hands exist. The two main phases of the work will
be discussed below in the chapter:

• search for a general-purpose model;

• cross-testing methodology.

The various phases will be presented, the results obtained in both will be shown, as well as
the application of the meta-analysis, with relative results. Finally, theoretical insights into
methods and applications are given, in this regard, theoretical hints for the methodologies
and algorithms used are reported below in the immediately following sections.

Halving Search for hyper-parameters tuning

All ML models have hyper-parameters, parts, or even configurations of the model that
must be suitably tuned to better adapt the specific model to the data and consequently per-
form better on the task in question. A distinction must also be made between parameters
and hyper-parameters since it often falls into error:

• the parameters of the model usually define those quantities which are automatically
learned from it. They are estimated from the data, they are not set by hand and are
therefore learned during the training phase. For example, weights in a neural neural
network are a typical example of parameters;

• the hyper-parameters, on the other hand, represent a configuration external to the
model and are not estimated from the data.

By virtue of the distinction made, before any learning task, each model must be fine-
tuned, given a set or grid of hyper-parameters, in order to obtain the highest confidence

36
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in the predictions made by it, and therefore allow to increase algorithm’s performances to
new, unseen data.. There are many algorithms for the search of the best hyper-parameters,
which differ in the first place, with the same data at hand, for the computational complex-
ity required to search for the best configuration of hyper-parameters of the model. The
scikit-learn python module provides tools for fine-tuning models. Two of the most used
techniques are:

• GridSearchCV;

• RandomSearchCV.

However, for my case study they proved to be too expensive in computational terms. Their
respective counterparts are represented by:

• HalvingGridSearchCV;

• HalvingRandomSearchCV (Appendix).

where the latter represents the technique used to search for the hyper-parameters of
the models presented below.

In particular, it was used to search for the configurations of the following classification
algorithms:

• Decision Trees;

• Random Forest;

• XGBoost;

• KNN;

• Linear Discriminant Analysis.

This technique is intended as an iterative selection process, where all the hyper-parameters
are evaluated at the first iteration with a small number of resources. Only some of them
are chosen for the next iteration, and so on where more and more resources are allocated
where, typically, the number of resources means the number of training samples. Without
going into too much detail of the algorithm’s functioning, for which we refer to the Ap-
pendix and the following bibliographical references [18, 19], the main parameters to be
instantiated are the following:

• estimator, that is the estimator of which you want to optimize the search of hyper-
parameters;

• factor (> 1), which controls the rate at which the resources employed each time
increase and the rate at which the number of candidates decreases after each itera-
tion;

• cv, to cross-validate the results of each iteration;
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• scoring, that is a metric, or measure of scoring, with which to evaluate the predic-
tions in CV (Appendix). This scoring measure is the one that is checked after each
iteration in order to obtain the best model, given the parameter grid, with the highest
score among all the models of the various trials;

• param_distributions, that is a dictionary representing the parameter grid within
which to search;

• min_resources, that is the minimum number of resources to allocate to the first
iteration, that is the minimum number of training points with which to start the first
iteration.

Both min_resources and factor, they contribute a lot:

• the total number of possible configurations of the model;

• the total number of iterations to search for the best model.

Bayesian optimization for hyper-parameters tuning

Bayesian optimization (BO) represents another alternative method for finding the best set
of hyper-parameters for a predictive algorithm. What differentiates this technique from
the others is certainly the greater speed and versatility. It represents a typical model-based
approach, using performances with respect to past parameters to guide the choice of the
new set.
So, how does the Bayesian optimization works?

Definition 2 (BO). It builds a probability model of the objective function and uses it to
select hyper-parameter to evaluate in the true objective function.

This approach is based on the Bayes probability theorem, remembering that, given
two events A and B, it allows us to calculate the conditional probability of an event as:

p(A|B) = p(B|A) ∗ p(A) (4.1)

where:

• p(A|B) is the conditional probability, generally referred as posterior probability;

• p(B|A) is the reverse of the conditional probability, generally referred as likelihood;

• p(A) is the marginal probability, generally referred as prior probability.

and recalling that we are interested in optimizing a function f , then the following rela-
tionship holds:

posterior = likelihood ∗ prior (4.2)

This just described is the general framework for the BO and can be used to quantify the
beliefs on an unknown objective function given points of the domain and their evaluation
through this function.
Given a set of specific samples (x1, ..., xn) and evaluating them through the objective
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function, f (x), it returns the cost associated with the single point xi. Points and costs
define the data of the set D = {x1, f(xi), ..., xn, f(xn)}, ∀i ∈ {1, ..., n}, and are used to
define the prior. For likelihood, it is defined as the probability of observing the data given
the function, that is p(D|f). The likelihood changes as more observations are collected.
We therefore obtain the following relation:

p(f |D) = p(D|f) ∗ p(f) (4.3)

The posterior therefore represents what is known about the objective function.
It represents in itself an approximation of the objective function and is used to estimate the
cost of different candidates to be evaluated. It is therefore natural to define the posterior
probability as surrogate of the objective function. Two definitions are given below:

Definition 3 (Surrogate function). Bayesian approximation of the objective function that
can be sampled efficiently.

Definition 4 (Acquisition function). Technique by which the posterior is used to select
the next sample from the search space.

The surrogate function provides estimates of the objective function, it is used to better
approximate the score associated with some input points. In probabilistic terms it sum-
marizes the conditional probability of an objective function f , given a data set D.
Normally it is modeled using a Gaussian Process (GP), that is a process that constructs a
joint probability distribution on the variables, assuming a multivariate Gaussian distribu-
tion.
The surrogate function gives an estimate of the objective function, which can be used
to direct future sampling. Sampling involves careful use of the posterior in a function
known as the acquisition function, e.g. for acquiring more samples. From the knowledge
on the objective function, we then sample the area of the research space that gives greater
possibility to optimize the objective function. Acquisition optimizes the conditional prob-
ability of positions in the search to generate the next sample.
Typically, one of the most used methods for the acquisition function is the Expected Im-
provement (EI). It bases the evaluation of the objective function on the evaluation of the
EI relative to the current best. If f ∗ = maxiyi is the current best observed outcome and
the goal is to maximize f , the EI is defined as:

EI(x) = E[max(f(x)− f ∗), 0], (4.4)

and therefore the parameterization with the highest EI is chosen and evaluated in the next
step.
In summary, the BO works by looking for the next set of hyper-parameters, which opti-
mizes the surrogate function, which is much simpler than the true objective function, in
order to evaluate the true objective function by selecting the hyper-parameters that work
well on this surrogate. function. The process is iterated until a minimum point is found
or the iterations end.
In python there are many modules that allow you to use the BO, I used a module de-
veloped by Facebook called ADAPTIVE EXPERIMENTATION PLATFORM, or Ax
(Appendix). The use of this module and therefore of the BO was required for the fine-
tuning, respectively:
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• Feed-forward multilayer network (MLP) for the research phase of the general-
purpose model;

• XGBoost for the cross - testing methodology.

The decision of optimizing the MLP with this technique and not with the Halv-
ingSearchCV technique is consequence of the poor results obtained. An explanation of
this is to be found in the fact that although an MLP may be the simplest of architectures,
it is able to map inputs to outputs through much more complex functions than a ’classic’
ML algorithm. Therefore, there is the needed for a more robust methodology instead of a
more complex functions.
However, we will not go into the merits of the general implementation aspects and their
application in this project, therefore it goes back to the sources in the Appendix and to the
Google Colab code of the technical part attached to this thesis.

Decision Trees

Decision trees represent a method in which the predictor space is segmented in a number
of simple regions, in fact the process just described can be summarized by a tree.
Decision trees consists in a series of splitting rules with a top-down approach, or more
precisely as a recursive binary splitting approach. The decision tree is formed by [20]:

• nodes or internal nodes which are points along the tree where the features space is
splitted;

• terminal nodes or leaves which are final parts of the tree labeled with the dominant
class at that leaf;

• branches which are segments of the tree that connects nodes.

The general idea in decision trees is to identifies a split criterion which is a condition
on one or more variables of the training data. The split criterion must be such that the
level of mixing of the class variables in each branch is reduced as much as possible and
so maximize the separation of the different classes among the children nodes. Once the
criterion has been decided, to classify a test point a single relevant path in the tree is
traversed by top - down way to decide which branch to follow at each node and the test
point is classified with the label of the leaf where it ends. The decision tree algorithm
starts with the full training set at the root node and recursively partitions the data into
nodes based on the split criterion. only nodes with a mixture of different classes need
to be splitted more. The decision tree algorithm stops the growth of the tree based on a
stopping criterion.
In a classification setting, typically, two criteria are used for making binary splits:

• Gini index or node purity:

G =
K∑
k=1

p̂mk(1− p̂mk) (4.5)

where p̂mk is the proportion of training observations in the m-th leaf but belonging
to the k-th class. It is a measure of the total variance across the K classes. A small
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value indicates that the node contains the majority of points belonging to the same
class.

• entropy:

D = −
K∑
k=1

p̂mklog(p̂mk) (4.6)

and entropy will take on small values only if the m-th node is pure.

In python the implementation of decision trees is provided by the scikit-learn module
(Appendix) where it provides a optimised version of the CART algorithm for the growth
of the tree.

Random Forests

Random forests is a supervised learning algorithm based on decision trees. It is an im-
provement of simple decision trees because it builds a forest of trees on the basis of the
bagging method. It is known that decision trees suffer from high variance and so bagging
is a procedure to reduce the variance. The key idea behind random forest is to build mul-
tiple decision trees and fuse them together to get more accurate and stable predictions. In
particular, random forests works in a way that decorrelates the trees [20].
Given a training sample n and p predictors, a number of decision trees in build on a boos-
trapped training samples n. Each time a split in the tree is considered, a random sample
of the m predictors ( typically m ≈ √p ) is chosen as split candidates from the full set of
the p predictors.
In building a random forest, at each split in the tree, the algorithm is not even allowed to
consider a majority of the available predictors and so if there is one very strong predictor
in the set of data, along with a number of other moderately strong predictors, then the
collection of simple bagged trees would produce trees which will use this strong predic-
tors in the top split. Thus, this will results in quite similar tress and the predictions of this
try will be correlated and averaging many correlated quantities not lead to a reduction in
variance. Meanwhile, the fact that random forest considers only a subset of the predictors
will lead to have (p−m)

p
predictors that will not be considered strong predictors.

Finally, for each one of the trees built a prediction model is built too, f̂ 1(x), f̂ 2(x), ..., f̂n(x),
then the single prediction for a test observation is given, for a classification task, as a ma-
jority vote: the overall prediction is the most commonly occurring class among the n
predictions.
The support to random forest in python is given by scikit-learn module (Appendix).

K-Nearest Neighbors

K-nearest neighbors (KNN) [20] is a non - parametric method for classification tasks. It
attempts to estimate the conditional distribution of Y given X. Defined a positive integer
K and an observation x0, KNN first identifies the K points in the training data that are
close to x0 and then it estimates the conditional probability for the j-th class as a fraction
of points whose response values equal j:

prob(Y = j|X = x0) =
1

K

∑
i∈D

I(yi = j) (4.7)
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where D is the set of points closest to x0.
After, KNN applies Byes rule and classifies the test observation to the class with the
largest probability. The choice of K affects a lot the behaviour of the classifier, in fact one
can distinguish to defined situations:

• when K =1 the decision boundary is too flexible, resulting in a classifier with low
bias but a very high variance;

• as K grows, instead, the decision boundary become less flexible resulting in a clas-
sifier with low - variance but higher bias, that is the situation where the decision
boundary is close to be linear.

The python implementation of the KNN is given by the scikit-learn module (Appendix)

Linear Discriminant Analysis

Linear Discriminant Analysis (LDA) is a common methodology in applied statistics. It is
very simple but really powerful, and basically consists of statistical properties of the data,
calculated for each class of the response variable. LDA makes tow assumptions about
data:

• data distribution is Gaussian;

• each attribute has the same variance, and so each variable varies around it’s mean
value about of the same quantity.

said that, LDA estimates the mean and the variance of the data for each of the classes of
the response variable.
Through the Bayes theorem[20], LDA makes predictions by estimating that a new set of
inputs belongs to each class and therefore the class with the highest probability is the
output class and a prediction is made. This is made by estimating the probability of the
output class given the input x using the probability of each class and the probability of the
data belonging to each class:

Pr(Y = k|X = x) =
πkfk(x))∑K
l=1 πlfl(x)

(4.8)

where,

• K is the k-th class;

• fk(x) is the density function of X for an observation that comes from the k-th class;

• πk is estimated from a random sample of Ys from the population: the fraction of
the training observations that belongs to the k-th class.

Generally, f(x) is assumed to have a Gaussian distribution:

fk(x) =
1√

2πσk
exp(− 1

2σ2
k

(x− µk)2) (4.9)
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and therefore, by plugging in eq. 4.5:

pk(x) =
πk

1√
2πσk

exp(− 1
2σ2

k
(x− µk)2))∑K

l=1 πl
1√
2πσl

exp(− 1
2σ2

l
(x− µl)2)(x)

(4.10)

The above equation is the Bayes classifier, which assign an observation to the class for
which 4.7 is largest. By taking the log of the above equation and rearranging the terms, is
equivalent to assigning the observations to the class for which:

δ̂k(x) = x ∗ µ̂k
σ̂2
− µ̂2

k

2σ̂2
+ log(π̂k) (4.11)

is the largest. From equation 4.8 it is clear that LDA approximates the Bayes classifier by
simply use the estimates for means µk, covariances σk and membership probabilities πk.
The scikit-learn python’s module implements a routine for LDA, but further and technical
aspects as well as project’s implementation are reported in Appendix.

Multilayer Feed-forward Neural Network

Multilayer feed-forward neural networks (MLP) represent a first simple architecture of
a neural network and from a historical point of view they represent the evolution of the
perceptron.
Multilayer neural networks [21] contains one or more computational layer, unlike the per-
ceptron where the output layer coincides with the computational layer. This architecture
is therefore formed by the following structures:

• input layer which does not perform any computation;

• computational layers dived in:

– hidden layers and so called because the computation performed are visible;

– output layer.

• neurons where the computation of the inputs is performed. One or more neurons
forms a layer.

The general scheme of such architecture is presented in figure
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Figure 4.1: Scheme of a feed-forward neural network.

We refers to this kind of architecture as feed-forward because successive layers feed
into one another in the forward direction from input to output and in this specific structure
all neurons in one layer are connected to those of the next layer.
In general the input layer is not counted when counting layers of neural - network (NN)
because it does not perform any computation and only those layers who performs com-
putations are counted. If a NN contains p1, ..., pk units in each of its k layers, then in
the column vector representations of these outputs, denoted as h1, ..., hk have dimension-
ality p1, ..., pk. Therefore, the dimensionality of a specific layer is defined by the num-
ber of units of such layer. To represent math behind NN a vector - matrices notation is
used, where layers are usually seen as vectors and connections among them as matrices.
We therefore consider a situation in which the data set is of the form (X, y) with each
X = [x1, .., xd] with d-features. The input layer then contains d neurons and transmits the
d features to the first layer through weight connections W 1 = [w1, .., wd] where W 1 is a
matrix of size d × p1. In general, the weights between the r − th and the (r + 1) − th
hidden layer are defined by a matrix Wr = pr × pr+1 and if the outputs has n neurons
then the final matrix W k+1 will have size pk×n. Hence the starting d-dimensional vector
X is transformed in the output through all these feed-forward phases, and this is formally
expressed as a recursive process by the block of following equations:

h1 = Φ(W T
1 x) (4.12)

hp+1 = Φ(W T
p+1hp) ∀p ∈ {1...k − 1} (4.13)

n = Φ(W T
k+1hk) (4.14)
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Where Φ() is the activation function of the layer. The role of the activation function is is to
simulate different ML algorithms in the first place, but generally such activation functions
being non-linear ensures the fact that, layer by layer, the network is able to learn more and
more complex functions that very often describe the real distribution of the data. Further-
more, they must be differentiable and this avoids problems during the backpropagation1

phase, where the NN is actually training. Over the years many activation functions have
been proposed and their choice certainly depends on the type of task in question.
What has been said so far represents a quick introduction to the simplest of NN archi-
tectures and is intended to be a quick reference point for the network used in the project
(MLP). Therefore, this treatment is by no means exhaustive and therefore reference is
made to the text book [21].
Numerous modules have been developed in python that allow the implementation of neu-
ral networks, for this thesis the powerful tensorflow framework, developed by Google,
was used. The following module offers a lot of elasticity allowing you to create any neu-
ral network architecture. The documentation, in the Appendix, is infinitely complete and
easy to follow.

XGBoost

XGBoost is an algorithm based on gradient boosted decision trees. It is able to scale very
well on large volumes of data showing high performances both in terms of performance
and computational speed. The name XGBoost stands for eXtreme Gradient Boosting.
This algorithm has proved successful in many Kaggle competitions and it is a must-to-
use in Data Science.
The discussion of this algorithm is postponed to the following article [22], since although
the basic mathematics is easy to understand, it would be quite long, unlike the theoretical
hints presented for the other algorithms, and therefore it is beyond the scope of this thesis
work.
The main idea behind XGBoost is to use:

1. Boosting;

2. Gradient descent.

In 1), in fact, unlike bagging, in boosting the trees are built sequentially, so that each tree
(weak learner) is built using information from previous growth trees. The boosting ap-
proach is to learn slowly and through little expanded trees, typically called stump. Given
the current model, a decision tree is fitted to the residuals of the model, that is a tree is
fitted using the current residuals rather than the outcome Y, as response. By sequential
fitting small trees to the residuals, one slowly improve f̂ in area where it does not perform
well. In 2), the idea is to use gradient technique to descent an appropriate differentiable
loss function along the negative direction with the goal to optimize it, e.g. find its mini-
mum.
In python XGBoost is implemented trough the python module called xgboost. It is a very
powerful and optimized module and for its technical aspects is reported the reference to
the official documentation in Appendix.

1During the backpropagation phase, the NN learns the gradient of the loss function with respect to the
different weights by using the chain rule of differential calculus. These gradients are used to update weights.



CHAPTER 4. MODELING 46

PCA and Dimensionality Reduction

Principal components analysis [20] represent an approach for deriving a low-dimensional
set of features from a large set of variables and indicates the process by which principal
components are computed. Given a data matrix of dimension n x p, principal components
represents the eigenvector of such matrix. The first principal component is, therefore, the
direction along which the observations vary the most; that is the axes that explain most of
the variability in the data.
Typically, PCA is used when facing a large set of correlated features and PCA is used to
summarize this set with a smaller number of representative variables that grouped explain
most of the variability of the original data set.
The key idea behind PCA is that each of the n observations lives in p-dimensional space,
but not all of these dimensions are needed. Each of the components found by PCA is
a linear combination of the p features and all the components, among them, are linearly
independent and therefore perpendicular to each other.
Given a set of featuresX1, X2, ..., Xp, then the first principal component is the normalized
linear combination of the features:

Z1 = φ11X1 + φ21X2 + ...+ φp1Xp (4.15)

where Z1 ha the largest variance, φ11, ..., φp1 are the normalized (
∑p

j=1 φ
2
j1 = 1 ) loadings

of the first principal component.
Since there is only interest in variance, there is the need to have mean zero and so a good
practice is to scale all to features to let them to have mean zero.
For the practical aspects of the python implementation of PCA refers to both the scikit-
learn official documentation (Appendix) and to the Google Colab thesis notebook.

K-Means

K-Means is a typical representative - based algorithms [23] in the sense that it aims to
partition data into k clusters in a way that data points belonging to the same cluster are
similar, meanwhile points of another cluster are far from each other. Clearly, similarity
between two pints is defined as the distance between them. The most commonly used
distance measure is the Euclidean distance. So what does k-means try to do is to minimize
distances within a cluster and maximize distance among clusters. Speaking with math, k-
means try to minimize distances of data points to their closest representatives:

Dist(Xi, Yj) =
∥∥Xi − Yj

∥∥2
2

(4.16)

where, Y j is the j-th optimal representative and corresponds wit the mean od the points
of the j-th cluster Cj .
In such kind of algorithms the number of clusters must be given at the beginning and then
it continues as an iterative algorithm, by pursuing the following steps:

1. Random assignment of the initial centroids;

2. Calculate the distances of all data points to the centroids;

3. Assign data points to the closest cluster;
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4. Find the new centroids of each cluster by taking the mean of all data points in the
cluster;

5. Repeat steps 2-3-4 until cluster centroids stops moving.

The scikit-learn module allows to implement the K-means clustering algorithm (Ap-
pendix).

Hierarchical Clustering

Hierarchical clustering or agglomerative clustering [20] is another clustering technique
and unlike k-means, there is no need to pre-specify the number of clusters. It results in a
tree- based representation of the observations, called dendrogram. Hierarchical clustering
works with a bottom-up approach and refers to the fact that the dendrogram is built from
the leaves and combining the clusters up to the trunk. The interpretation of a dendrogram
is the following: as one moves up to the tree, some leaves begin to merge into branches
( e.g. observations that are similar to each other). Meanwhile, observations that fuse
later stands for the fact that they are different. The height of the fusion is measured on
the vertical axis and indicates how different two observations are. So, observations that
merge at the very bottom of the tree are similar to each other, whereas observations that
fuse to the top of the tree will tend to be different. For a better understand of a visual
representation of a dendrogram refers to the following figure:

Figure 4.2: Example of a dendrogram.

Given two sample points, how one can derive similarity information looking at a den-
drogram ?
One have to look to the location on the on the vertical axis where the two branches con-
taining those two points first are fused. It goes without saying that the number of clusters
is decided by cutting the dendrogram, at a certain level of height, with a horizontal line.
The way of hierarchical clustering works is pretty simple: at the beginning a dissimi-
larity measure between pairs of points has to be defined. In particular two dissimilarity
measures are mostly used:

• Euclidean distance;
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• correlation - based distance where two observations are considered similar if their
features are highly correlated.

After the dissimilarity measure has been defined, the algorithm proceeds iteratively: it
starts from the bottom of the dendrogram and each of the n observations is treated as its
own cluster. The two cluster that are most similar, then, are merged and there are now
n-1 clusters. Again, the two clusters that are mostly similar are again fused and so the
algorithm proceeds in this way until the observations belong to a single cluster and the
dendrogram is complete. Is important to point out that as for two points that are merged
if they are similar, the same is true for the clusters that are merged and so a similarity
measure between clusters has to be defined too. This is done by defining the concept of
linkage, which defines the dissimilarity between two groups of observations.
The most common types of linkage, given two clusters A and B, are:

• Complete, that is the maximal inter-cluster dissimilarity. All the pairwise dissimi-
larities between the observations in cluster A and the observations in cluster B and
record the largest of this dissimilarities;

• Average, that is mean inter-cluster dissimilarity. All the pairwise dissimilarities
between the observations in cluster A and the observations in cluster B and record
the average of this dissimilarities;

• Single, that is the minimal inter-cluster dissimilarity. All the pairwise dissimilarities
between the observations in cluster A and the observations in cluster B and record
the smallest of this dissimilarities;

• Centroid, that is the dissimilarity amidst the centroid of 2 clusters;

• Ward’s minimum variance method, that is a criterion that minimize the total within-
cluster variance;

In python, agglomerative clustering, is implemented in the scikit-learn module (Appendix)
and Google Colab notebook of the thesis. Results and considerations about this applica-
tions will be shown in the meta-analysis paragraph of the following chapter.

Performance Metrics

During the modeling phase, for each algorithm, a performance vector was calculated con-
sisting of the following 9 performance metrics: (TPR, TNR, FPR, FNR, MCC, AUC,
APRC, Precision, F1-Score). During the optimization phase of the algorithms, Halving
Search 4 and BO 4 respectively, the metrics checked were respectively:

• balanced-accuracy for Halving Search;

• log-Loss for BO.

For the seek of clarity a definition of four quantity is given in the following, from which
all the performance metrics are derived:

• True Positive (TP): a true positive is an outcome where the model correctly predicts
the positive class;
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• True Negative (TN): a true negative is an outcome where the model correctly pre-
dicts the negative class;

• False Positive (FP): A false positive is an outcome where the model incorrectly
predicts the positive class;

• False Negative (FN): a false negative is an outcome where the model incorrectly
predicts the negative class.

A definition is now given for each of the performance measures:

• Sensitivity (True Positive Rate [TPR] or Recall): represents an indicator on the
goodness of the classifier in predicting the positive class. It defines a classifier’s
ability to find all positive samples and is defined by:

TP

TP + FN

• Specificity (True Negative Rate (TNR): represents an indicator on the goodness of
the classifier in predicting the negative class, and is defined by:

TN

TN + FP

• False Positive Rate (FPR):represents the proportion of badly classified negative
cases and is defined by:

FP

FP + TN

• False Negative Rate (FNR): represents the proportion of badly classified positive
cases and is defined by:

FN

FN + TP

• Balanced-accuracy: this measure is highly recommended in a context of imbalance
between the data, allowing to avoid inflated estimates. In a binary classification
context this measure is equal to the arithmetic mean between sensitivity (TPR) and
specificity (TNR). It is defined by the following expression:

balanced− accuracy =
1

2
(

TP

TP + FN
+

TN

TN + FP
)

takes values ∈ [0, 1] and 1 represents the ideal case;

• Confusion matrix: for a binary classification problem the matrix it allows to have
information on the number of samples both correctly and incorrectly classified, e.g.
assigning them to the wrong class. It has the following structure:

TN FP
FN TP
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• Precision: this measure represents the proportion of positive cases classified cor-
rectly out of the total of all marked positive cases. It is expressed by the following
relationship:

TP

TP + FP

• F1-score: is a measure that represents the harmonic mean between precision and
recall:

TP

TP + 1
2
(FP + FN)

a value closer to 1 indicates a good classification performance in terms of recall
(TPR) and precision;

• Matthews Correlation Coefficient (MCC): this measure is obtained in closed form
from the confusion matrix and is expressed by the following relation:

TP ∗ TN − FP ∗ FN√
(TP + FP )(TP + FN)(TN + FP )(TN + FN)

it is used as a measure of the quality of a binary classification problem. Basically,
the MCC represents a correlation coefficient between the observation and the class
to which it belongs, so its value is included in [-1; 1], where:

– +1 represent a perfect prediction;

– 0 stands for an overall random prediction;

– -1 represent an inverse prediction.

• Area Under the ROC Curve (AUC Score): this measurement represents the area
below the ROC Curve graph which shows how the discriminating power of an en-
semble varies as a threshold varies. The ROC graph is obtained by plotting TPR vs
FPR (FPR = 1− specificity = 1− TNR). The AUC score, often used, is used
to compare classifiers. A value close to 1 indicates a good model, while a value
around 0.5 indicates that the performance of the classifier is random;

• Area of Precision-Recall Curve (APRC): represents the area under the graph of the
precision vs recall function;

• log-Loss: it is also a metric widely used to compare models and therefore in a
Bayesian perspective, in which the model mile is searched between different con-
figurations of hyper-parameters, the lowest value of this measure is associated with
the model mile obtained. It is expressed as the negative of the logLikelihood func-
tion.

4.1 General Purpose Model
The search for a general purpose model, in addition to stemming from the interest in
conducting a study, not yet present in the literature, including all patients at the same
time, was born from the question of whether it was possible to obtain a crisis detection
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model that could work well for all patients, or for subgroups of them. The need is not to
have a patient-based model but rather a group-based model. This model should be able
to provide reliable estimates in terms of patient crisis detection.
From the theory it is known that the performance of a classifier is certainly very dependent
on the nature of the data at hand, which is why the choice of the general-purpose model
was made by comparing the following classification algorithms:

• Decision Tree (4);

• Random Forest (4);

• XGBoost (4);

• KNN (4);

• Linear Discriminant Analysis (4);

• Feed-forward NN (4).

The steps for defining the training and test set useful for the modeling process are now
listed. Therefore, remember the division into patients made in the section 3.4:

• the training set consists of all patient records except the two kept out. This data set
was then further divided into:

– 75% training set ;

– 25% validation set.

• the test sets are represented by the two records kept out for each patient (section
3.4).

To facilitate the training process, 75% was then balanced with respect to the minority
class by performing a randomized undersampling of the majority class.
The data sets has the following dimensions:

• training set:

– before undersampling (294662, 31) divided into 290898 points for majority
class and 3764 for the minority one;

– after undersampling 7528 observations.

• validation set (98221, 31);

• each test set depends on the patient and has a variable number of points, as presented
in the following:
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It was then possible to proceed with the training phase of the learners.

4.1.1 XGBoost
The training of this algorithm went through the search for the best model given the hyper-
parameters grid in figure 4.3

Figure 4.3: Search space for XGBoost hyper-parameters configuration.

with the aim of obtaining a fine-tuned model for the data. It should be remembered
that the optimization was done through the Halving Search ( ref halving), monitoring
the balanced-accuracy as a metric during the iterations. As can be seen from the figure
4.4 the model returned is the one with the highest balanced-accuracy value and which
corresponds to the following hyper-parameters configuration:

• gamma=6;

• learning_rate=0.09;

• max_delta_step=5;

• max_depth=6;

• min_child_weight=3;

• n_estimators=500;
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• random_state=42;

• sampling_method=0.8999999999999999;

• scale_pos_weight=2;

• subsample=0.1.

Figure 4.4: Search of the best configuration for XGBoost.

the model was then tested on the data represented by the 25% validation and the following
results were obtained in terms of:

• Confusion matrix

Figure 4.5: Confusion matrix of the XGBoost application on the validation set.

• AUC ROC-Score: 0.9537, with the following curve:
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Figure 4.6: ROC curve of the XGBoost.

4.1.2 Decision Tree
As for XGBoost, also for the Decision Tree (DT), the search for the best configuration
was done on the hyper-parameters grid (figure 4.7)

Figure 4.7: Search space for DT hyper-parameters configuration.

By monitoring the balanced accuracy (figure 4.8) the following set of fine-tuned hyper-
parameters has been obtained:

• ccp_alpha=0;

• class_weight=0:1, 1:1;

• criterion=entropy;

• max_depth=10;

• min_samples_leaf=5;

• min_samples_split=0.001;

• splitter=best.
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Figure 4.8: Search for the best configuration of DT.

The results obtained in validation are respectively:

• Confusion matrix

Figure 4.9: Confusion matrix of the DT application on the validation set.

• AUC ROC-Score: 0.8953, with the following curve:



CHAPTER 4. MODELING 56

Figure 4.10: ROC curve of the DT.

4.1.3 Random Forest
Random Forest trial follows the same of the two previous algorithms. The choice has
been made on the following grid of parameters (figure 4.11):

Figure 4.11: Search space for DT hyper-parameters configuration.

The related research process (4.12) led to obtain the following optimal configuration
of hyper-parameters:

• n_estimators= 510;

• min_samples_split= 0.001;

• min_samples_leaf= 7;

• max_depth= 10;

• criterion= gini;

• class_weight= 0: 1, 1: 2;

• ccp_alpha= 0.
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Figure 4.12: Search for the best configuration of Random Forest.

The results obtained on the 25% validation set for Random Forest are respectively:

• Confusion matrix

Figure 4.13: Confusion matrix of the Random Forest application on the validation set.

• AUC ROC-Score: 0.9521 (almost near to the one of XGBoost), with the following
curve:
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Figure 4.14: ROC curve of the Random Forest.

4.1.4 KNN
For the fine-tuning of KNN the parameter grid in which to search was very small, therefore
also the various configurations tested were consequently reduced (figure 4.15, 4.16).

Figure 4.15: Search space for KNN hyper-parameters configuration.

Figure 4.16: Search for the best configuration of KNN.

Therefore, the optimal configuration of hyper-parameters is given in the following:
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• n_neighbors= 5;

• p= 1;

• weights = distance.

The results obtained on the 25% validation set for KNN are respectively:

• Confusion matrix

Figure 4.17: Confusion matrix of the KNN application on the validation set.

• AUC ROC-Score: 0.9373, with the following curve:

Figure 4.18: ROC curve of the KNN.

4.1.5 LDA
Similarly to the KNN, the search for the best model was also very fast for LDA, in par-
ticular only two configurations were evaluated, depending on the parameter grid. The
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only configurable parameter was in fact the solver (the parameter that defines how, inter-
nally, the classifier reduces the space of the variables during the learning process), in the
following are given the modalities of the solver parameter:

• svd;

• lsqr;

• eigen.

The research process is represented in figure 4.19, returning the configuration with solver
= ’lsqr’.

Figure 4.19: Search for the best configuration of LDA.

The results obtained on the validation set for LDA are respectively:

• Confusion matrix

Figure 4.20: Confusion matrix of the LDA application on the validation set.
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• AUC ROC-Score: 0.7842, with the following curve:

Figure 4.21: ROC curve of the LDA.

4.1.6 MLP
The last classifier to be tested was MLP, for which the best configuration of hyper-
parameters was conducted through Bayesian optimization (4). Basically there was in-
compatibility between the tensorflow module and scikit-learn.
The search for the hyper-parameters of the NN was made on the grid of values represented
in figure 4.22. As this research was a process that took time, the number of epochs was
left constant and equal to 50 for each trial of the BO.

Figure 4.22: Search space for MP hyper-parameters configuration.



CHAPTER 4. MODELING 62

The BO process was performed for 25 trials in which accuracy was monitored, each
trial represents a different network configuration. For each trial the configuration in ques-
tion was tested over 50 epochs. Leading to obtain the following result for the ideal con-
figuration found at the end of the process:

• learning_rate = 0.0004493380172343754;

• dropout_rate = 0.03797589388452148;

• num_hidden_layers = 5;

• neurons_per_layer = 277;

• batch_size = 128;

• activation = relu;

• optimizer = adam.

The results obtained on the validation set for the MLP are respectively:

• Confusion matrix

Figure 4.23: Confusion matrix of the MLP application on the validation set.

• AUC ROC-Score: 0.9366. Although the AUC score is high, it is not reliable, in fact
looking at the confusion matrix it is clear that the network was good at recognizing
only the points of the negative class, but it did badly on the positive ones. In fact,
all the observations of the positive class have been erroneously attributed to the
negative class, this also explains the ROC curve obtained (figure 4.1.6) for this
classifier.
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Figure 4.24: ROC curve of the MLP.

4.2 Considerations and choice of the model
Given the characteristic of strong imbalance between the target classes, the choice of the
most parsimonious model was made by looking at the table 4.1 and comparing the ROC-
curves and the Precision - Recall curves of all the models (figures 4.25, 4.26). In fact,
both figures represent an excellent indicator for the choice between different models, it
follows that the ideal model will be the one which corresponds to the curve that is as
close as possible to the top-left corner of the graph for the ROC-curve and in the top-right
corner of the graph for the Precision-Recall curve, and therefore the one of XGBoost.

Table 4.1: Performance metrics of each classifier.

TPR TNR FPR FNR Precision F1-score MCC AUC APCR
XGBoost 0.9076 0.8608 0.1392 0.0924 0.0778 0.1433 0.2423 0.9537 0.4821
KNN 0.8908 0.8502 0.1498 0.1092 0.0715 0.1323 0.2275 0.9373 0.3741
Random
Forest 0.9076 0.8448 0.1552 0.0924 0.0703 0.1306 0.2277 0.9521 0.4816

Decision
Tree 0.8016 0.8664 0.1336 0.1984 0.0721 0.1323 0.2149 0.8953 0.3772

LDA 0.5036 0.9099 0.0901 0.4964 0.0674 0.1189 0.1581 0.7842 0.1672
MLP 0.0000 1.0000 0.0000 1.0000 0.0000 0.0000 0.0000 0.9366 0.4906
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Figure 4.25: Comparison among the ROCs of all models. The best two ROCs are the one
belonging to XGBoost (in orange) and the one belonging to Random Forest (in red). Both
ROCs slightly overlap, but that of XGBoost is associated with greater performance.

Figure 4.26: Comparison among the Precision-Recall curves of all models. The best two
curves are the one belonging to XGBoost (in orange) and the one belonging to Random
Forest (in red). Both curves slightly overlap, but that of XGBoost is associated with
greater performance because of the greater area under the curve and the number of positive
samples correctly classified (table 4.1)

Therefore, it is clear that the chosen general-purpose model has been the XGBoost
because of the greater area under the Precision-Recall curve.
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4.3 Meta-analysis
To derive the data set used in the meta-analysis phase, the best general-purpose model
was tested on the records, forming the test data sets, of the patients kept out in the patient
subdivision phase. The performances of this model on these test sets are summarized by
the performance vector of the 9 metrics as shown in figure 4.27.

Figure 4.27: Heatmap of the performance metrics of the general-purpose model on the
patients.

To make a first comparison and consequently deduce the goodness of the model to
generalize on a group of patients, one can look at the results obtained in terms of TPR, in
particular the patients can be grouped into 4 performance groups divided as follows:

• high performance in which included patients are [1,3,4,7,9,14,17];

• medium performance in which fall the patients [2,5,6,16,18,20];

• low performance formed by patients [8,11,15];

• random guess in which the algorithm was completely wrong and formed by the
patients [10,13,19,21].
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The 9 metrics thus obtained contributed to constitute the first meta-features of the meta-
set.
The second group of measures was instead calculated from the complexity measurements
derived for each patient and obtained as in the 3.5 section. The latter data set, i.e. the
set of performance metrics and DCMs for each patient, formed the starting point for the
extraction of a predictive model portability rule.

4.3.1 Grouping the patients
It should be noted that the data set obtained has a number of variables higher than that of
the rows, a situation requiring a suitable approach. Before proceeding with the grouping
of patients to try to extract a portability rule, it was decided to reduce the dimensionality
of the same through the PCA technique 4. Since the data set is made up of inter-correlated
variables, e.g. performance metrics are almost all strongly correlated to each other, the
use of principal component analysis as a multivariate analysis technique to analyze meta-
features is apt.
The objectives associated with the use of this technique in the context under consideration
are the following:

• compress most of the information contained in the data set into a small number of
variables, consequently decreasing its dimensionality while keeping only what is
informative;

• analyze the structure of the meta-features and their interaction with patients.

A first step was to apply the PCA only to the data set formed by the DCMs (it is necessary
to stress the concept of wanting to extract a portability rule of the predictive model from
them). By supplying all the DCMs to the algorithm they have been mapped in an orthog-
onal space of reduced dimension, in which the axes (principal components) are formed
by linear combinations of the starting variable and selected taking into account the contri-
butions to explaining the original variance. The table in the image below 4.28 shows very
clearly the growing percentage of variance explained as the number of principal compo-
nents considered increases. The first two components explain approximately 60% of the
variance.

Figure 4.28: Variance explained by each principal component as well as the amount of
increase in the percentage of explained variance considering more component.

We can see how the first ten components explain almost all the variance present in the
data.
On the basis of these components, a cluster analysis developed in parallel with two
methodologies was performed:

• K-means 4;
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• Agglomerative clustering 4.

The use of the second algorithms to cluster patients, served only to consolidate the
choice of the number of clusters to be supplied to the k-means.
In particular for the k-means a first choice of the number of clusters was made with the
silhouette method (figure 4.29), whose highest value (0.35) corresponded precisely to K
= 2. Once this was done the clustering was repeated through hierarchical algorithm which
looking at the dendrogram (figure 4.31) and analyzing the silhouette score (figure 4.30)
they confirmed the choice of the number of clusters in k-means.
Eventually, only two clusters of patients were identified, almost with identical composi-
tion for both methodologies except for patient 14 who is assigned once in one cluster and
once in the other.

Figure 4.29: Silhouette method to validate the number of cluster’s centroids for K-means.
The highest score of silhouette is 0.35 and corresponds to K=2.
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Figure 4.30: Silhouette method in agglomerative clustering to validate the results of K-
means.

Figure 4.31: Dendrogram of the hierarchical structure, two macro-cluster are identified
within the patients.

4.3.2 Extraction of relevant information from meta-features
A great advantage of principal component analysis is linked to the high interpretability it
gives through factorial analysis (FA), which allows to extract insights from data through
exploratory analysis.
Although the first two main components explain only 62% of the variance, they were used
to visualize the clusters of patients on the factorial plane through a biplot.2 Looking at the
figures 4.32, 4.33 you can see the variance contribution that the first ten variables gives to
the first and second axis respectively.

2The performed factorial analysis does not depend on the clustering method used, but serves only to
represent on the biplot the identified groups and by which meta-features they are characterized at most.
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Figure 4.32: Contributions of the first 10 DCMs in terms of variance expressed by the
first two principal components.

Figure 4.33: Correlation circle of the supplementary variables. In particular all the per-
formance indicator with a cos2 > 0.15 are represented on the factorial plane.

The first component get the contributions, both negative and positive, of the following
complexity measures:

• negative contributions:

– F1;

– F1v;

– F3;

– F4;

– L1.

• positive contributions:
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– L2;

– L3;

– N1;

– N2.

The second component is influenced by:

• negative contribution:

– F3;

– F4;

– L3.

• positive contribution:

– L1.

To appreciate in a clearer and more incisive way what has just been presented, the biplot
relating to the partitioning obtained with K-means is presented in figures 4.34, 4.33.

Figure 4.34: Biplot of the first two principal components on which the groupings obtained
with K-means are depicted.
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Looking at the graph, the first contrast that can be seen is that formed by the two vari-
ables N4 vs F1, which mostly explains the role of the first factorial axis (the horizontal
one). The neighborhood measures are positioned on the right and the feature-based mea-
sures on the left side of the first component 3. Recalling the introduction made to DCMs
in section 1.3, we can safely interpret feature-based complexity measures as measures of
separation between classes with respect to variables. On the other hand, neighborhood
measures can be interpreted as measures characterizing the overlapping between the two
classes.
We therefore have a first contrast between groups of variables, with respect to the first
principal axis which contributes to explaining a first contrast between the two groups of
patients:

• those with well-separated classes (left);

• those having overlapping points at the boundary of the two classes, therefore indi-
cated as having fuzzy boundaries of the classes (right).

Therefore it can be said that patients in cluster zero (on the right side of the first axes) are
those in whom it is more difficult to discriminate EEG points corresponding to a crisis,
meanwhile on the left of the first axis are the patients belonging to cluster 1, for whom
the separation between the two classes is clear.
Additional information was provided by the performance metrics obtained for each patient
of the general-purpose model. In fact, the advantage of the factorial analysis is that of
being able to provide the biplot with the so-called supplementary variables, which in the
case in question are represented by dashed blue arrows. From this point of view, the
supplementary variable plays the role of response variable and the projection subspace
(the principal components defining the first factorial plane) play the role of explanatory
variables. They supply us with useful information, in fact the performance of the general-
purpose model can be divided into:

• good performances that connote the patients in cluster 1, for whom the complexity
measures indicated a good separation between classes;

• bad performance (in terms of FPR and FNR) where the complexity measures tell
us that patients are located in a zone of the parameter space where the two classes
have an overlap.

A first result from these considerations could be that the features calculated with TB
have been shown, for some patients, to be very sensitive to changes in brain activity that
resulted in a crisis, while for other patients they were not able to completely discriminate
the different parts of the original signal. This may be due to seizure differences, some
patients have more complex crisis than others.
A pattern characterizing this complexity could not be found with the available meta-data
and therefore the opinion of a domain expert is required. For completeness, the two tables
4.2, 4.3 are reported, one for each cluster, which give information about the number of
seizures recorded for each patient, their average duration and focal origin.

3note that measure F2 gives no almost contribution to the two first principal components and therefore
coincides with the origin of the factorial plane shown in the figure. This situation is clearly explained in
4.32 where is reported that cos2 of F2 is nearly zero for both axis.
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Table 4.2: Table referring to meta-data of patients belonging to cluster 0, e.g. patients
indicated as to be complex respect do DCMs.

n_crisis duration (s) origin
pat 8 2 163.72 Frontal
pat 10 3 411.03 Temporal
pat 14 3 216.40 Temporal
pat 15 3 145.39 Temporal
pat 16 5 121.04 Temporal
pat 21 5 89.09 Temporal

Let’s now discuss the interpretation of the second (vertical) axis. It is almost totally
formed by the contributes given by the variables L1 and L3 which, forming an angle near
to 180 ° with their vectors in the biplot 180 °, shows that they are strongly negatively
correlated. In particular, reasoning in terms of cos2 and looking at the figures 4.32, 4.33
they explain almost completely the variance of this second axis. These measures show us,
referring to the definitions in 1.3, how close the problem under consideration is to solvable
as a linear problem. As L1 increases we can imagine that the linear model goes into crisis
and the separation between the classes is represented by a non-linear function, while for
small values the problem is closer to being linearly separable. Similarly, for the measure
of L3, we are indicating a great complexity as the value of this measure increases, in terms
of non-linearity of the decision boundary. We could therefore define this second axis as
the one that characterizes those patients whose separation between classes differs from
being linear.

Table 4.3: Table referring to meta-data of patients belonging to cluster 1, e.g. patients
indicated as to be simple respect do DCMs.

n_crisis duration (s) origin
pat 1 4 13.4 Frontal
pat 2 3 118.19 Temporal
pat 3 5 92.66 Frontal
pat 4 4 87.39 Temporal
pat 5 5 44.88 Frontal
pat 6 3 66.88 Temporal
pat 7 3 153.50 Temporal
pat 9 5 113.69 Temporal
pat 11 3 195.83 Parietal
pat 13 2 158.28 Temporal
pat 17 5 86.16 Temporal
pat 18 5 13.69 Frontal
pat 19 3 12.54 Frontal
pat 20 5 85.67 Parietal

The inclusion of performance metrics as a supplement to the interpretation of the
factor analysis is a proxy for understanding the performance trend of the general-purpose



CHAPTER 4. MODELING 73

model. In particular, we are confident in assuming that for patients belonging to cluster
0 the model must surely be re-calibrated, and in particular also different classifiers could
be tested, in order to obtain a new general-purpose model that works adequately for them.
For patients belonging to cluster 1 it seems that two subgroups are identified:

• those for which the model performed well, and despite the fact that there is a de-
viation from the linearity of the separation surface between the two classes, are
characterized by variables that have been able to discriminate the crisis from the
other points and are therefore characterized by well separated boundaries;

• those for which the general-purpose model did not give desirable results like the
other, neighbor, patients. For this set of patients it could be thought of re-calibrating
the general purpose model, since for some of them this model seems to have been
too uncertain in the detection of the crisis in terms of FP.

Their contribution also provide, in the case of a new incoming patient, indications of
the performance of the general-purpose model on that patient. In fact, for a new patient
having calculated the DCMs from the EEG previously tagged by the doctor, depending
on the value assumed by these variables for him, it is possible to see in which portion of
the factorial plane it is going to be positioned.
In this regard, a simulation was performed on 4 hypothetical new patients, as depicted
in figure 4.35. A indicator of expected performance was developed for them based on
the AUC score, recalling that this, together with the other performance metrics, as seen
in the graph in figure 4.34, was used as a support measure for an estimate of predicted
performances. The 4 individuals were generated starting from the DCMs that have the
greatest influence on the two factorial axes. In particular:

• to generate the patient ’hyp1’ all DCMs at the 50-th percentile of the median indi-
vidual were considered and the maximum value of F1, F4 and minimum values of
N1, N4 were associated with the DCMs of that patient;

• similarly to generate the patient ’hyp2’ the minimum values of F1, F4 and maximum
values of N1, N3 were considered;

• to simulate the patient ’hyp3’ the minimum values of L1, T2 and maximum values
of F3, L3 were considered;

• for the patient ’hyp4’ the maximum values of L1, T2 and maximum values of F3,
L3 were considered.

With this logic, four extreme cases were obtained and for each of them an estimate of the
the expected performance in terms of AUC obtained by projecting the coordinates of this
patient in the factorial plane on the direction of the AUC used as an additional variable.
Looking at the figure 4.35, the direction of the AUC performance indicator is represented
by the pink line and for each of them a value of cos has been obtained, shown below:

• hyp1: 0.973519;

• hyp2: -0.8091743;
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• hyp3: 0.3315909;

• hyp4: 0.3139117.

These values of cos can represent the expected goodness of the prediction, providing
an indication of the performance of the general-purpose model as a comparative measure.
If the cosine value is positive and not particularly high, for example, it may be neces-
sary to re-calibrate only the general-purpose. Where the cosine value is negative it can
be assumed that the performance of the general-purpose model for this patient is not ad-
equately satisfactory and therefore a different intervention is required, likely by working
on a detection model ex novo.
We have therefore found the portability rules of a predictive model among patients that
is based on the characterization of such patients in terms of data complexity measures.
Finally, it should be noted that the measures L1, L2, L3, N1, N2, N3, N4 depend on the
nature of the classifier. It is legitimate to say that, for patients belonging to cluster 1, for
whom there is a deviation from linearity, it is reasonable to think that they can form a
subgroup of patients for which it may be necessary to re-calibrate the available general-
purpose model. Conversely, for patients belonging to cluster 0, probably the best choice
for a future study could be to investigate for a new model. However, the possibility that
for such patients it is not possible to export any detection model cannot be excluded.

Figure 4.35: Simulation of new incoming patients. The figure depicts how an indicator of
the expected goodness of the general-purpose model on an hypothetical incoming patient
could be obtained. The projection of points on the pink line gives an indication about the
predicted AUC for the new incoming patients.
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4.4 Cross-Testing Method
The idea behind this approach is to have a fine-tuned model for each patient, and then
cross-test this model on all the other patients. The output that is expected from this
methodology is a matrix of a particular performance metric of the model of dimension
20 * 20, whose columns represent the patient on whom the model was trained and the
rows the patients on which the model was tested. The interests underlying this study are
summarized in the following points:

• there is interest, as already expressed in the research phase of the general-purpose
model, in studying the set of patients together;

• there is certainly interest in understanding how far it is possible to push the abili-
ties of ad-hoc detection model for a patient, on other patients, trying to interpret a
positive result as a possible proxy of similarity between patients.

In a very general way it is assumed that you have patients A & B and therefore for both a
classifier that has been fine-tuned in advance is trained. The performance of each model
is then tested against opposite sides. Imagine, for example, that the working model for A
gives excellent results for patient B, can we say that these patients are similar? There is
no certain answer to this questions and therefore it needs to be investigated.
For the development of the cross-testing methodology, two different classifiers have been
used, respectively:

• KNN, where possible, to compare with the results of the literature;

• XGBoost, which appeared the best performing model among those proposed in the
methodology section ( 4.1). Also remember that this classification algorithm is very
versatile and used in the DS field, in fact the classification trees lend themselves well
to many tasks, and also being XGBoost based on boosting, it lends itself very well
to the case of unbalanced classes.

Recalling the subdivision made by patients in the 3.4 section, this time for each patient
all available records have been considered. The training phase of the classifier was then
conducted, one patient at a time, having as training data a balanced data set and as a test
the patient himself and all the others unbalanced. Training balancing was required for the
following reasons:

• provide the same number of observations for both target classes;

• speed up the training process;

• cope with the computational resources made available by Google Colab.

For the definition of the two algorithms we proceeded as follows:

• KNN - K = 1, euclidean distance was considered and the same (unitary) weight was
attributed to the points of both classes;



CHAPTER 4. MODELING 76

• XGBoost - for each patient we proceeded to search for the best model, on the basis
of the parameter grid shown in figure 4.36. The search was conducted through the
BO with the AX module (Appendix) and the ideal configuration was the result of
50 configurations that the module created. The choice of the best configuration was
the one, in 10-fold CV, with the lowest value of log-Loss.

Information about the size of the training and test data sets of each patient as well as the
results of the cross-testing methodology are given in the following sections.

Figure 4.36: Search space of hyper-parameters for XGBoost.

4.4.1 Data sets of the patients
In the following are given the information relating the size of the training and test set for
each patient:
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• pat_1:

– training set {0 : 53, 1 : 53}
– test set {0 : 13107, 1 : 53}

• pat_2:

– training set {0 : 356, 1 : 356}
– test set {0 : 14368, 1 : 356}

• pat_3:

– training set {0 : 464, 1 : 464}
– test set {0 : 22123, 1 : 464}

• pat_4:

– training set {0 : 352, 1 : 352}
– test set {0 : 12760, 1 : 352}

• pat_5:

– training set {0 : 224, 1 : 224}
– test set {0 : 30303, 1 : 224}

• pat_6:

– training set {0 : 201, 1 : 201}
– test set {0 : 19098, 1 : 201}

• pat_7:

– training set {0 : 462, 1 : 462}
– test set {0 : 14654, 1 : 462}

• pat_8:

– training set {0 : 328, 1 : 328}
– test set {0 : 9624, 1 : 328}

• pat_9:

– training set {0 : 567, 1 : 567}
– test set {0 : 21936, 1 : 567}

• pat_10:

– training set {0 : 290, 1 : 290}
– test set {0 : 25676, 1 : 290}
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• pat_11:

– training set {0 : 587, 1 : 587}
– test set {0 : 16519, 1 : 587}

• pat_13:

– training set {0 : 316, 1 : 316}
– test set {0 : 8559, 1 : 316}

• pat_14:

– training set {0 : 506, 1 : 506}
– test set {0 : 17183, 1 : 506}

• pat_15:

– training set {0 : 268, 1 : 268}
– test set {0 : 27180, 1 : 268}

• pat_16:

– training set {0 : 605, 1 : 605}
– test set {0 : 30682, 1 : 605}

• pat_17:

– training set {0 : 432, 1 : 432}
– test set {0 : 49625, 1 : 432}

• pat_18:

– training set {0 : 69, 1 : 69}
– test set {0 : 34891, 1 : 69}

• pat_19:

– training set {0 : 42, 1 : 42}
– test set {0 : 36765, 1 : 42}

• pat_20:

– training set {0 : 428, 1 : 428}
– test set {0 : 41063, 1 : 428}

• pat_21:

– training set {0 : 415, 1 : 415}
– test set {0 : 38346, 1 : 415}
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As can be seen, the dimensions of the data sets used vary a lot from patient to patient.
There are extreme cases such as patients 1 and 18 for which the number of points associ-
ated with seizures is really small, consequently the model on them will learn on little data
and maybe it could generalize badly on data never seen before, while other cases such as
patients 11 and 16, for whom the points associated with seizures are greater in number
than all the other patients.

4.4.2 Cross-Testing with KNN
In this phase, a KNN was trained for each patient with the same hyper-parameters iden-
tical for all patients, e.g. K = 1, euclidean distance (p=2) and the same (unitary) weight
attributed to the points of both classes. The outputs of the cross-testing phase for the KNN
are reported in the heatmaps in figure 4.37 and 4.38, which summarize the performance
of the model in terms of TPR and AUC respectively.

Figure 4.37: Heatmap of the TPR of the KNN application in cross-testing.

The diagonal of the TPR matrix formed by all 1s represents all the past work done at
the C.I.R.A. and such a situation was expected, the algorithm was able to recognize all the
crisis since they were all data that it had already seen in the training phase. Meanwhile,
for the AUC heatmap, the non-totality of 1s in the main diagonal could be due to the
fact that the algorithm has recognized all the True Positives (TP) but has also made mis-
takes on the True Negatives (TN), associating them with the positive class, e.g. resulting
with an increasing in terms of FPR. Interesting situations and which are the heart of this
methodology are the elements outside the diagonal.
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Figure 4.38: Heatmap of the AUC of the KNN application in cross-testing.

In fact, by analyzing these results, the following pairs of patients are extracted, for
which there was a symmetry in terms of TPR in the application of the co-respective mod-
els:

• pat_1 - pat_4;

• pat_3 - pat_4;

• pat_4 - pat_5;

• pat_6 - pat_4;

• pat_7 - pat_4;

• pat_8 - pat_4;

• pat_9 - pat_4;

• pat_11 - pat_4;

• pat_15 - pat_4;

• pat_16 - pat_4;

• pat_17 - pat_4.

It can be concluded that the model of patient 4 was able to recognize all the real crisis of
the patients on which it showed incisive.
However, if now we focus on the AUC matrix, the situation just presented is no longer
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valid, the performance of a model in generalizing on another patient collapses consider-
ably, a sign of the fact that although the classifier was able to recognize all the real crisis
he also made many mistakes in attributing unlabelled points such as crisis to the wrong
class (high FPR). This consideration certainly leads us to say that the KNN (1-NN) has
shown itself to be less sensitive, in some cases, in clearly distinguishing the crisis from
the non-crisis. Surely, by increasing the number of neighbors to attribute a class of merit
to an observation, the situation could have been different.
We certainly cannot infer about the similarity between patients, but we can certainly affirm
that a classifier based on KNN logic is not well suited to be exported and consequently to
generalize for new observations.

4.4.3 Cross-Testing with XGBoost
In this phase an XGBoost was trained for each patient, in particular for each patient the
best configuration of hyper-parameters was searched within the parameter grid shown
in figure 4.36. Although XGBoost is optimized to work with large volumes of data, the
search for the best model was very time-consuming. Remember that we proceeded via BO
to search for the fine-tuned model for each patient, for a total of 50 different configurations
for each one of them. Each time the selected configuration, as said before, is evaluated
in the basis of the minimum log-Loss score obtained in 10-fold CV. The outputs of the
cross-testing phase for the XGBoost, after the optimal configuration has been obtained,
are reported in the heatmaps in figure 4.39 and 4.40, which summarize the performance
of the model in terms of TPR and AUC respectively.

Figure 4.39: Heatmap of the TPR of the XGBoost application in cross-testing.
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Figure 4.40: Heatmap of the AUC of the XGBoost application in cross-testing.

From the analysis of the heatmaps, what is immediately noticeable are the perfor-
mance relative to the patient 19. In particular, neither the specialized model on it, nor
the models of the other patients were able to correctly classify the points tagged as crisis.
Probably, the 84 observations on which he was trained were not very different in both
classes and this meant that in the test phase the classifier was not able to generalize, thus
obtaining that all the positive points were attributed to the opposite class.
On the other hand, the situation that is revealed for all the other patients is different, it
can undoubtedly be affirmed that XGBoost has shown itself to be more specialized in
the detection of the crisis and therefore in identifying discriminant patterns among the
statistical units. It is certainly a very robust algorithm, since looking at the figure 4.39,
the following symmetries of good performance between pairs of patients are identified, in
greater numbers than those previously obtained with KNN:

• pat_2 - pat_3;

• pat_2 - pat_6;

• pat_2 - pat_11;

• pat_2 - pat_13;

• pat_2 - pat_14;

• pat_2 - pat_20;

• pat_2 - pat_21;

• pat_3 - pat_6;
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• pat_3 - pat_7;

• pat_3 - pat_11;

• pat_3 - pat_13;

• pat_3 - pat_17;

• pat_3 - pat_20;

• pat_4 - pat_11;

• pat_4 - pat_13;

• pat_4 - pat_17;

• pat_5 - pat_15;

• pat_5 - pat_21;

• pat_6 - pat_20;

• pat_10 - pat_16;

• pat_20 - pat_13;

• pat_18 - pat_17.

These symmetries subsist almost entirely also in terms of AUC (figure 4.40), in fact the
following pairs still show high cross performances:

• pat_2 - pat_3;

• pat_2 - pat_6;

• pat_2 - pat_11;

• pat_2 - pat_13;

• pat_2 - pat_14;

• pat_2 - pat_20;

• pat_3 - pat_6;

• pat_3 - pat_7;

• pat_3 - pat_11;

• pat_3 - pat_17;

• pat_3 - pat_20;

• pat_4 - pat_11;
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• pat_4 - pat_17;

• pat_6 - pat_20;

• pat_20 - pat_13;

• pat_18 - pat_17.

this is a sign of the fact that the model was able to generalize on data never seen before,
keeping the number of FP low. For most of these pairs the results shown can be explained
in terms of complexity measures that characterize the patients, however inferring the sim-
ilarity between patients on the basis of a positive score seems risky, which is why the
similarity must be deduced in a different way.
This result must certainly be considered since among the objectives of the cross-testing
methodology there was that of observing how far the detection abilities of a classifier,
fine-tuned for one patient, could be pushed over all the others. These results therefore
open to future developments in which a different and more complex classification algo-
rithm than XGBoost could be employed. The assumption of similarities between patients
must be deepened in future developments and investigating different contexts.
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Final remarks
The goal of this thesis was to find a portability rule for a detection model of epilep-
tic seizures in patients suffering from this pathology. The possibility of moving from a
patient-based model to a group-based one was investigated. The study was conducted on
a patient database known in neurology as the ’Freiburg database’. It includes the EEGs
of 21 patients suffering from drug resistant seizures and for whom surgical ablation of
the epileptogenic focus was required. Before surgery, these patients were monitored by
intra-cranial sensors in order to obtain EEG recordings for research purposes.
Starting from the EEG as a raw signal, using the Training Builder Tool developed at the
C.I.R.A., features have been calculated on each raw signal through the Sliding Window
technique, with the aim of providing a precise representation of the signal, whose mean-
ing is therefore explained in these variables. The patient-by-patient complexity measures
(DCMs) were calculated on the obtained data frame in order to get a set of meta-features
useful for the next meta-analysis step.
Downstream of a data cleaning and features selection process, two parallel methodologies
have been developed:

• search for a general-purpose model;

• cross-testing.

The research method of the general-purpose model was structured by evaluating the per-
formance of different classification algorithms. We know that the abilities of an algorithm
are conditioned by the nature of the data, and therefore a careful choice was made by
comparing a vector of 9 performance metrics for each of the following classifiers:

• XGBoost;

• Random Forest;

• Decision Tree;

• KNN;
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• LDA;

• Multilayer Perceptron.

The evaluation of each of the performance vectors, as reported in tables 4.1, led to the
choice of XGBoost as a general-purpose model.
Principal component analysis (PCA) allowed to extract DCMs-based portability rules that
provided the principles of applicability of a model from one patient to another. In partic-
ular having performed a cluster analysis on the meta-set formed of performance metrics
of XGBoost and DCMs, for each patient, two clusters were obtained.
The results are promising and lay the foundations for future studies and applications
aimed at refining the methodology proposed here, using larger patient sets, in an attempt
to search for a similarity between subjects not yet obtained with the cross-testing method-
ology. The support of Data Science as a set of data-driven processes was fundamental for
the success of this work. For years now, the typical methodologies of ML have made it
possible to face and solve very different and often complex problems, envisaging a future
research scenario in which these processes will be the basis of every result. In this thesis
work the DS was the winning weapon that allowed us to present an innovative approach
that could have a strong impact in the neurological domain. We have proposed here a
peculiar and first of its kind methodology concerning DCMs and in a context in which
they had never been presented. These results are the result of a lot of work supported by
the potential of data-driven processes, the DS therefore proved to be robust and versatile
at the same time given its interdisciplinarity.

Future directions
Future directions could certainly concern the development of automatic EEG tagging de-
vices, allowing to optimize this phase in terms of time in which the doctor would have the
role of final supervisor.
Further developments could concern a greater investigation of the effective similarity be-
tween patients belonging to the same cluster, supporting the same not only from the point
of view of physiological parameters but also from results obtained with ML methods that
could validate the results obtained through DCMs, adding others. Can we say that if the
patients are statistically similar then they are similar with respect to the same medical
therapy? Can they be subjected to the same drug therapy?

An important result that should be mentioned is that the proposed methodology can
also be exported to other domains, as it is a data-driven processes. An example of appli-
cability could be the meteorological domain in which we intend to analyze the similarity
between geographical sites. In fact, it can contribute to overcoming the unbalanced class
where few meteorological monitoring data are available, or even for the prediction of rare
meteorological events. In fact, today’s weather forecasts are site-specific and it is not yet
possible to have a general model capable of predicting the meteorological phenomenon
between very different sites. Getting an analytic rule that can determine whether two sites
are similar could allow for portability of a predictive model.
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Google Colab notebook of the thesis code:
https://colab.research.google.com/drive/1oEfeDklnTxF9ZrC_MZmXZQo1ZEbIje-E?usp=sharing

Feature Selection:
https://scikit-learn.org/stable/modules/feature_selection.html#univariate-feature-selection

Mutual info classifier:
https://scikit-learn.org/stable/modules/generated/sklearn.feature_selection.mutual_info_classif.
html#r50b872b699c4-1

VIF calculation:

def calculate_vif_(X, thresh=5.0):
variables = [X.columns[i] for i in range(X.shape[1])]
dropped=True
while dropped:

dropped=False
print(len(variables))
vif = Parallel(n_jobs=-1,verbose=5)(delayed(variance_inflation_factor)
(X[variables].values, ix) for ix in range(len(variables)))

maxloc = vif.index(max(vif))
if max(vif) > thresh:

print(time.ctime() + ' dropping \'' + X[variables].columns[maxloc] +
'\' at index: ' + str(maxloc))
variables.pop(maxloc)
dropped=True

print('Remaining variables:')
print([variables])
return X[[i for i in variables]]

Tuning the hyper-parameters of an estimator:
https://scikit-learn.org/stable/modules/grid_search.html#id3

HalvingRandomSearchCV:
https://scikit-learn.org/stable/modules/generated/sklearn.model_selection.HalvingRandomSearchCV.
html#sklearn.model_selection.HalvingRandomSearchCV

Metrics and Scoring:
https://scikit-learn.org/stable/modules/model_evaluation.html#scoring

Ax module:
https://ax.dev/

Botorch documentation:
https://botorch.org/

DBScan:
https://scikit-learn.org/stable/modules/generated/sklearn.cluster.DBSCAN.html

K-Means:
https://scikit-learn.org/stable/modules/generated/sklearn.cluster.KMeans.html

PCA:

87

https://colab.research.google.com/drive/1oEfeDklnTxF9ZrC_MZmXZQo1ZEbIje-E?usp=sharing
https://scikit-learn.org/stable/modules/feature_selection.html#univariate-feature-selection
https://scikit-learn.org/stable/modules/generated/sklearn.feature_selection.mutual_info_classif.html#r50b872b699c4-1
https://scikit-learn.org/stable/modules/generated/sklearn.feature_selection.mutual_info_classif.html#r50b872b699c4-1
https://scikit-learn.org/stable/modules/grid_search.html#id3
https://scikit-learn.org/stable/modules/generated/sklearn.model_selection.HalvingRandomSearchCV.html#sklearn.model_selection.HalvingRandomSearchCV
https://scikit-learn.org/stable/modules/generated/sklearn.model_selection.HalvingRandomSearchCV.html#sklearn.model_selection.HalvingRandomSearchCV
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https://botorch.org/
https://scikit-learn.org/stable/modules/generated/sklearn.cluster.DBSCAN.html
https://scikit-learn.org/stable/modules/generated/sklearn.cluster.KMeans.html
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https://scikit-learn.org/stable/modules/generated/sklearn.decomposition.PCA.html

Agglomerative clustering:
https://scikit-learn.org/stable/modules/generated/sklearn.cluster.AgglomerativeClustering.
html

KNN:
https://scikit-learn.org/stable/modules/generated/sklearn.neighbors.KNeighborsClassifier.
html

Decision Tree:
https://scikit-learn.org/stable/modules/generated/sklearn.tree.DecisionTreeClassifier.html

Random Forest:
https://scikit-learn.org/stable/modules/generated/sklearn.ensemble.RandomForestClassifier.
html

XGBoost:
https://xgboost.readthedocs.io/en/latest/index.html

Tensorflow:
https://www.tensorflow.org/

https://scikit-learn.org/stable/modules/generated/sklearn.decomposition.PCA.html
https://scikit-learn.org/stable/modules/generated/sklearn.cluster.AgglomerativeClustering.html
https://scikit-learn.org/stable/modules/generated/sklearn.cluster.AgglomerativeClustering.html
https://scikit-learn.org/stable/modules/generated/sklearn.neighbors.KNeighborsClassifier.html
https://scikit-learn.org/stable/modules/generated/sklearn.neighbors.KNeighborsClassifier.html
https://scikit-learn.org/stable/modules/generated/sklearn.tree.DecisionTreeClassifier.html
https://scikit-learn.org/stable/modules/generated/sklearn.ensemble.RandomForestClassifier.html
https://scikit-learn.org/stable/modules/generated/sklearn.ensemble.RandomForestClassifier.html
https://xgboost.readthedocs.io/en/latest/index.html
https://www.tensorflow.org/
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